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Recursive Coalgebras of Finitary Functors
Jiřı́ Adámek? , Dominik Lücke, and Stefan Milius
Technical University of Braunschweig
Institute of Theoretical Computer Science
Brauschweig, Germany
{adamek,milius,luecke}@iti.cs.tu-bs.de

Abstract For finitary set functors preserving inverse images several concepts of coalgebras A are proved to be equivalent: (i) A has a homomorphism into the initial algebra, (ii) A is recursive, i.e., A has a unique
coalgebra-to-algebra morphism into any algebra, and (iii) A is parametrically recursive. And all these properties mean that the system described
by A always halts in finitely many steps.

1

Introduction

The concept of a recursive coalgebra, i.e., a coalgebra which has a unique
coalgebra-to-algebra morphism into every algebra, was recently studied by V.
Capretta, T. Uustalu and V. Vene [6]. The motivation for this concept stems
from the work of G. Osius [10] on coalgebras of the power-set functor, generalized
in P. Taylor’s monograph [11]: there two concepts of coalgebras are compared,
well-founded ones and recursive ones (called coalgebras satisfying the recursion
equation). In the present paper we devote our attention to finitary endofunctors H of Set, i.e., endofunctors preserving filtered colimits. We prove that a
coalgebra is recursive iff it has a homomorphism into I, the initial algebra. For
example, if H = HΣ is the polynomial functor of a signature Σ, then a coalgebra
can be understood as a deterministic system given by a set A of states and by a
dynamics
a
α : A −→ HΣ A =
An
σ∈Σn

assigning to every state an expression of the form σ(a0 , . . . , an−1 ) for some n-ary
symbol σ. The states with n = 0 are the halting states of the system, the states
with n > 0 react to an n-ary input σ, and a0 , . . ., an−1 are the successor states.
The initial algebra IΣ can be described as the algebra of all finite Σ-trees (i.e.,
trees labeled by Σ so that an n-ary label implies that the node has n children).
The systems with a homomorphism into IΣ are precisely those which always
halt in finitely many steps. Thus, recursive coalgebras are precisely the systems
having the halting property.
?

The first author acknowledges the support of the Grant MSM 6840770014 of the
Ministry of Education of Czech Republic.
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We also prove that every recursive coalgebra α : A −→ HA satisfies an inductive principle called parametric recursivity dual to what we called “completely
iterative algebra” in [9]: for every morphism
e : HX × A −→ X
there exists a unique morphism
e† : A −→ X
such that the square
A

hα,idA i

e†


Xo

/ HA × A


e

He† ×idA

(1.1)

HX × A

commutes.
We believe that in addition to their theoretical importance our results have
many interesting applications which we illustrate with several examples. In particular, in functional programming one often uses the universal property of an
initial algebra to provide a semantics of a recursive program. Recursive coalgebras extend that universal property beyond the initial algebra (considered as
a coalgebra). So this provides a larger set of tools for semantics of functional
programs. For example, divide-and-conquer algorithms like Quicksort can easily
be formulated using recursive coalgebras. Furthermore, our characterization of
recursive coalgebras give necessary and sufficient conditions which are easy to
check in order to establish recursivity in concrete examples. Finally, parametric
recursivity yields an extended universal property of recursive coalgebras that is
useful for the semantics of programs where the calling parameter is used not
only in the base case of the recursion. This happens frequently, for example in
primitive recursion.
The above results hold for every finitary endofunctor H which preserves
inverse images or satisfies H∅ = ∅. In case H is connected, we prove that,
conversely, if the equivalence
a homomorphism into the initial algebra exists ⇐⇒ recursive
is valid, it follows that H preserves inverse images or satisfies H∅ = ∅.
Preservation of inverse images is a relatively weak assumption on H: it is
weaker than the (often used) assumption that H preserves weak pullbacks. We
present a complete description of finitary functors preserving inverse images in
Section 2. However, we also present simple functors which fail to preserve inverse
images but have the above equivalence property.
In a subsequent work [3] we will prove that finitarity is not needed for the
above result: every set functor which preserves inverse images has the above
equivalence property. Moreover, the category of sets can be generalized substantially. But the proofs become more complex, which is the reason we decided for
the extra publication of the finitary case.
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Preservation of Inverse Images

Assumption 2.1. Throughout this section H denotes a finitary endofunctor of
Set.
Remark 2.2. Recall that an endofunctor H of Set is finitary, if it fulfils one of
the equivalent conditions:
(i) H preserves directed colimits;
(ii) every element of HX, where X is an arbitrary set, lies in the image of Hm
for some finite subset m : M ,→ X;
(iii) H is a quotient of some polynomial functor.
See [4]. An example of a finitary functor is, for a given`finitary signature Σ =
{Σn | n ∈ } the polynomial endofunctor HΣ : X 7−→ σ∈Σn X n .

N

Definition 2.3. We call a functor F a quotient of a functor H, if there is a
natural transformation ε : H −→ F with surjective components. In case H =
HΣ , we call (Σ, ε), a presentation of H.
Example 2.4. The finite-power-set functor Pfin : X 7−→ {A ⊆ X | A finite} is
finitary. It has a presentation with Σ having a unique n-ary symbol σn for every
n ∈ , and εX (σn (x0 , . . . , xn−1 )) = {x0 , . . . , xn−1 }.

N

Remark 2.5. Every finitary functor has a presentation. The equations
σ(x0 , . . . , xn−1 ) = %(y0 , . . . , yk−1 ),
where x0 , . . ., xn−1 and y0 , . . ., yk−1 are variables from a set X, are called
ε-equations iff
εX (σ(x0 , . . . , xn−1 )) = εX (%(y0 , . . . , yk−1 ))
in HX, see [4], III.3.3.
Definition 2.6. A presentation is called regular provided that every ε-equation
has the same set of variables on both sides, i.e., {x0 , . . . , xn−1 } = {y0 , . . . , yk−1 }.
Remark 2.7. Recall that an inverse image of a subobject m : B0 ,−→ B under
a morphism f : A −→ B is simply a pullback of f along m
A0
_

f0

n


A

/ B0
_

m

f


/B

(2.2)

A functor preserving such pullbacks is said to preserve inverse images.
Polynomial functors HΣ and the functor Pfin preserve inverse images. Moreover, products, coproducts, subfunctors and composites of functors preserving
inverse images also preserve them.
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Examples 2.8.
(i) The functor (−)32 , which is the subfunctor of X 7−→ X × X × X given by all
triples (x1 , x2 , x3 ), which do not have pairwise distinct components, does not
preserve weak pullbacks, see [1], but it of course preserves inverse images.
(ii) Let R be the functor defined on objects by RX = {(x, y) ∈ X × X | x 6=
y} + {d} and on morphisms f : X −→ X 0 by

d
if f (x) = f (y)
Rf (d) = d
and
Rf (x, y) =
(f (x), f (y)) else.
This functor does not preserve inverse images, consider e.g.
∅
_

/ {0}
_


{0, 1}


/ {0, 1}

const1

(for the elements (0, 1) ∈ R{0, 1} and d ∈ R{0} there is no suitable element
of R∅).
Theorem 2.9. A finitary endofunctor H of Set preserves inverse images iff it
has a regular presentation.
Proof. (1) Let H preserve inverse images. Recall from [4], VII.2.5, that a presentation ε : HΣ −→ H is minimal provided that no n-ary operation of Σ can be
substituted by an operation of arity k < n. More precisely: provided for every
n-ary σ ∈ Σ the element
σ̂ = εn (σ(0, 1, . . . , n − 1)) ∈ Hn

(where n = {0, 1, . . . , n − 1})

does not lie in the image of Hr for any function r : k −→ n with k < n. Every
finitary functor obviously has a minimal presentation: every operation σ with
σ̂ ∈ Hr([Hk]) can be substituted by a k-ary operation.
We prove that, then every minimal presentation is regular. In fact, let
σ(x0 , . . . , xn−1 ) = %(y0 , . . . , yk−1 )
be an ε-equation. We derive a contradiction from the assumption, that
xi0 6∈ {y0 , . . . , yk−1 }
for some i0 . By symmetry, this proves the regularity. Let
B = { i ∈ n | xi 6∈ {y0 , . . . , yk−1 } } 6= ∅.
Consider the above n-tuple as a function x : n −→ X, and denote by x̄ :
n − B −→ X̄ its domain-codomain restriction, where X̄ = X − {xi | i ∈ B}. For
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the inclusion map v : X̄ −→ X form the inverse image
/ X̄
_

x̄

n−B
_
w

v


n


/X

x

The element σ(0, 1, . . . , n − 1) of HΣ (n) is mapped by εn to σ̂ and the element %(y0 , . . . , yk−1 ) of HΣ X̄ is mapped by εX̄ to εX̄ (%(y0 , . . . , yk−1 )) =
εX (σ(x0 , . . . , xn−1 )) ∈ HX. Thus in the pullback
/ H X̄
_

H x̄

H(n − B)
_

Hv

Hw


Hn


/ HX

Hx

the elements σ̂ and εX̄ (%(y0 , . . . , yk−1 )) are mapped by Hx and Hv, respectively,
to the same element of HX. This implies that σ̂ lies in the image of Hw, in
contradiction to the minimality of the presentation ε.
(2) Let H have a regular presentation. Given an inverse image
X0
_

f0

w


X

/ Y0
_

v

f


/Y

where v and w are inclusion maps, and given elements
a = εX (σ(x0 , . . . , xn−1 )) ∈ HX
b = εY0 (%(y0 , . . . , yk−1 )) ∈ HY0
with
Hf (a) = Hv(b),
then
σ(f (x0 ), . . . , f (xn−1 )) = %(y0 , . . . , yk−1 )
is an ε-equation because
εY (σ(f (x0 ), . . . , f (xn−1 ))) = εY · HΣ f (σ(x0 , . . . , xn−1 ))
= Hf (a)
= Hv(b)
= Hv(εY0 (%(y0 , . . . , yk−1 )))
= εY (%(y0 , . . . , yk−1 )).
Consequently, {f (xi ) | 0 ≤ i ≤ n − 1} = {yj | 0 ≤ j ≤ k − 1} ⊆ Y0 . Therefore,
the subset X0 = f −1 (Y0 ) contains all the variables of σ(x0 , . . . , xn−1 ). Thus the
element a0 = εX0 (σ(x0 , . . . , xn−1 )) of HX0 fulfils Hw(a0 ) = a and Hf0 (a0 ) = b.
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Recursive Coalgebras

Notation 3.1. Throughout this section H denotes a finitary endofunctor of Set.
Recall from [5] that H has a terminal coalgebra
τ : T −→ HT
and an initial algebra
ϕ : HI −→ I.
We consider I as a coalgebra via ϕ−1 . (Recall that ϕ is invertible due to Lambek’s
Lemma, see [8]). We denote by u : I −→ T the unique coalgebra homomorphism.
Example 3.2. For a polynomial functor HΣ we can describe a terminal coalgebra
TΣ as the coalgebra of all Σ-trees and an initial algebra IΣ as the algebra of
all finite Σ-trees. A coalgebra α : A −→ HΣ A yields the unique homomorphism
h : A −→ TΣ assigning to every state the tree unfolding.
Definition 3.3. We say that a HΣ -coalgebra A has the halting property, if
every tree in the image of the unique homomorphism h : A −→ TΣ is finite.
Example 3.4 (Example 3.2 continued). If a system A has the halting property,
then it halts after finitely many steps (no matter what the initial state is and
what input string comes), and vice versa. This property becomes trivial if Σ has
no constant symbols: then I = ∅ and only the empty coalgebra has the halting
property.
Definition 3.5 (see [6]). A coalgebra (A, α) is called recursive if for every
algebra (X, e) there exists a unique coalgebra-to-algebra morphism e† : A −→ X:
A

α

e†

/ HA
He†


Xo

e


HX

Definition 3.6 (dual to completely iterative algebra, see [9]). A coalgebra (A, α) is called parametrically recursive if for every morphism e : HX ×
A −→ X there exists a unique morphism e† : X −→ A such that the diagram
(1.1) commutes.
Remarks 3.7.
(i) It is obvious that the implications
parametrically recursive =⇒ recursive =⇒ has a homomorphism into I
hold for all endofunctors H: for the first one, turn every algebra e : HX −→
X into a morphism
HX × A

outl

/ HX

e

/ X.

Recursive Coalgebras
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(ii) The converse implications need not hold. In fact, for the functor R of 2.8(ii)
both fail. Observe that here I = T = 1, thus every coalgebra has a homomorphism into I. However, the coalgebra A = {0, 1} with
α(0) = (0, 1)

and

α(1) = d

is not recursive. In fact, let
e : RX −→ X
be any algebra which contains an element x ∈ X such that e(x, y) = x for
x 6= y = e(d). Then any candidate of e† : A −→ X must satisfy e† (1) = y.
But, there are two possible choices e† (0) = y and e† (0) = x.
And the recursive coalgebra B = {0, 1} with
β(0) = β(1) = (0, 1)
is not parametrically recursive. In fact, recursivity is easily seen: for every
algebra e : RX −→ X the only candidate of e† : B −→ X sends both 0 and
1 to y = e(d). But consider any morphism e : RX × {0, 1} −→ X such that
RX contains more than one pair (x0 , x1 ), x0 6= x1 , with e((x0 , x1 ), i) = xi
for i = 0, 1. Each such pair yields e† : B −→ X by e† (i) = xi . Thus, B is not
parametrically recursive.
Theorem 3.8. For every Σ-coalgebra A the following conditions are equivalent:
(i)
(ii)
(iii)
(iv)

A is recursive,
A has the halting property,
a coalgebra homomorphism from A to IΣ exists, and
A is parametrically recursive.

Proof. The equivalence of (iii) and (ii) is obvious from the fact that the unique
coalgebra homomorphism A −→ TΣ assigns to every state the tree-unfolding.
And A has the halting property iff the unique homomorphism from A to TΣ
factors through u : IΣ −→ TΣ .
It remains to prove (iii) ⇒ (iv). Given e : HΣ X × A −→ X, we are to prove
that there exists precisely one e† : A −→ X equal to e · (HΣ e† × idA ) · hα, idA i.
We start with a homomorphism
A
h



IΣ
Then A =

S

N

α

/ HΣ A


ϕ−1
Σ

HΣ h

/ HΣ IΣ

Ai where A0 are the halting states,

i∈

A0 = {a ∈ A | α(a) ∈ Σ0 }
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and given Ai then
Ai+1 = Ai ∪ {a ∈ A | α(a) ∈ HΣ Ai }.
In fact, since h is a homomorphism, it is easy to prove by induction on i that
Ai is the inverse image of the set of all Σ-trees of depth ≤ i under h, therefore,
every element of A lies in some Ai .
The morphism e† is uniquely determined
(a) on A0 , since if α(a) = σ ∈ Σ0 , then e† (a) = e(HΣ e† (σ), a) = e(σ, a);
(b) on Ai+1 whenever it is uniquely determined on Ai since if α(a) =
σ(a0 , . . . , an−1 ) for some σ ∈ Σn and at ∈ Ai with 0 ≤ t < n, then
e† (a) = e(HΣ e† (σ(a0 , . . . , an−1 )), a) = e(σ(e† (a0 ), . . . , e† (an−1 )), a).
Therefore, A is parametrically recursive.
Example 3.9. The functor
HX = X + 1
has unary algebras with a constant as H-algebras, and partial unary algebras as
H-coalgebras. The coalgebra
of natural numbers with the partial operation
n 7−→ n − 1 (defined iff n > 0) obviously has the halting property. Consequently,
it is parametrically recursive, i.e., every function

N

e = [u, v] : HX ×
(with u : X ×

N = X × N + N −→ X

N −→ X and v : N −→ X) defines a unique sequence
e† : N −→ X, e† (n) = xn

in X such that the diagram (1.1) commutes, i.e.,
x0 = v(0)
and
xn+1 = u(xn , n).
The factorial function is then given by the choice X =

N and

u(n, m) = n · m and v(0) = 1.
Example 3.10. For the functor H given by
HX = X × X + 1
H-algebras are the algebras on one binary operation and one constant. Coalgebras are deterministic systems with a binary input and with halting states

Recursive Coalgebras
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(expressed by the inverse image of the right hand summand 1 under the dynamics α : A −→ A × A + 1).
The coalgebra of natural numbers with halting states 0 and 1 and dynamics
α : n 7−→ (n−1, n−2) for n ≥ 2 obviously has the halting property. Consequently,
is parametrically recursive.
To define the Fibonacci sequence, consider the morphism

N

N

e:H

N × N = N3 + N −→ N

given by
(i, j, k) 7−→ i + j


 a0 n = 0
and n 7−→ a1 n = 1

0 n ≥ 2.

We know that there is a unique sequence e† such that the diagram (1.1) commutes, which means x0 = a0 , x1 = a1 and xn+2 = xn+1 + xn .
Example 3.11 (Quicksort, see [6]). Let A be any linearly ordered set (of data
elements). Then Quicksort is usually given in terms of the following recursive
definition
qsort : A∗ −→ A∗
ε 7−→ ε
a · w 7−→ qsort (w≤a ) ? (a · qsort (w>a )),
where A∗ is the set of all lists on A, ε is the empty list, ? is the concatenation
of lists and w≤a and w>a denote the lists of those elements of w which are less
than or equal, or greater than a, respectively. Here let us consider the functor
HX = A × X × X + 1, where 1 = {•}, and consider the coalgebra
qsplit :

A∗ −→ A × A∗ × A∗ + 1
ε 7−→ •
a · w 7−→ (a, w≤a , w>a ).

It obviously has the halting property. Thus, for the H-algebra
qmerge : A × A∗ × A∗ + 1 −→ A∗
• 7−→ ε
(a, w, v) 7−→ w ? (av)
there exists a unique function qsort on A∗ such that
qsort = qmerge · H(qsort ) · qsplit .
Notice how the last expression reflects the idea that Quicksort is a “divide-andconquer”-algorithm. The coalgebra structure qsplit divides a list into two parts
w≤a and w>a , then H(qsort ) sorts these two smaller lists, and finally in the
“combine”-step (or “conquer”-step) the algebra structure qmerge merges the two
sorted parts to obtain the desired whole sorted list.
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Similarly, functions defined by parametrical recursivity, see diagram (1.1),
can be understood as “divide-and-conquer”-algorithms, where the “combine”step is allowed to access the original parameter additionally. For instance, in our
current example the “divide”-step hqsplit , idA∗ i produces the pair consisting of
(a, w≤a , w>a ) and the original parameter a · w, and the “combine”-step which is
given by an algebra HX × A∗ −→ X will by the commutativity of (1.1) get a · w
as its right-hand input.
Observation 3.12. Let ε : HΣ −→ H be a presentation, and α : A −→ HA
be a coalgebra. Choose any m : HA −→ HΣ A with εA · m = idHA and consider
A as a Σ-coalgebra via ᾱ = m · α. Then A is parametrically recursive w.r.t. H
whenever it is parametrically recursive w.r.t HΣ . In fact, given e : HX×A −→ A,
then morphisms f = e† for H are precisely the morphisms f = ē† for HΣ , where
ē = e · (εX × idA ):
GF hᾱ,idA i
/ HΣ A × A
A
hα,idA i


HΣ X × A

ē

ED
/ HA × A
Hf ×idA

HΣ f ×idA

f


o
X@A
O

εA ×idA

εX ×idA


/ HX × A
BC

e

In fact, the outer square of this diagram commutes iff the left-hand inner square
does since all other parts trivially commute.
Remark 3.13. For every presentation ε : HΣ −→ H we have the initial Halgebra I as a quotient of the initial Σ-algebra IΣ via the unique Σ-algebra
homomorphism
i : IΣ −→ I ,
where I is considered as the Σ-algebra
HΣ I

εI

/ HI

ϕ

/I.

In fact, I can be considered as the quotient of the Σ-algebra IΣ modulo the
congruence generated by ε-equations, see Remark 2.5.
And we also have the terminal H-coalgebra T as a quotient of the terminal
Σ-coalgebra TΣ via the unique H-coalgebra homomorphism
j : TΣ −→ T ,
where TΣ is considered as the H-coalgebra
TΣ

τΣ

/ HΣ T Σ

εTΣ

/ HTΣ .

In fact, as proved in [2], T can be considered as the quotient of the Σ-coalgebra
TΣ modulo infinite application of ε-equations.
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Finally, for every functor H we have the unique coalgebra homomorphism
u : I −→ T .
In case H = HΣ we denote it by
uΣ : IΣ −→ TΣ ;
this is the inclusion map (of all finite Σ-trees into all Σ-trees).
Lemma 3.14. If H is a finitary functor preserving inverse images, then a regular presentation leads to a pullback
IΣ
i


I

uΣ

u

/ TΣ

/T

j

Proof. It is quite easy to show that j · uΣ and u · i are both H-coalgebra homomorphisms, and since T is the terminal H-coalgebra, we obtain that they are
equal. Given Σ-trees s ∈ IΣ and t ∈ TΣ with u(i(s)) = j(t), it is our task to
show that t ∈ IΣ —it then follows that the above square is a weak pullback, and
since uΣ is a monomorphism, it is a pullback. The proof is an easy induction
on the depth n of the finite tree s: we prove that t and s have the same depth.
The equality u(i(s)) = j(t) means that we can obtain t from s by applying εequations on (subtrees of) nodes of s. Since s is finite, it is sufficient to consider
one ε-equation applied to one node of s.
Case n = 0: the regularity of the presentation tells us that since s is a nullary
symbol, every ε-equation with s on one side has a constant symbol on the other
side. Thus, t is a nullary symbol.
Induction step: If the node of s to which the given ε-equation is applied is
not the root, use the induction hypothesis. And if it is the root, then we consider
the form
σ(x0 , . . . , xm−1 ) = %(y0 , . . . , yk−1 )
of the ε-equation used, see Remark 2.5: it follows that
s = σ(s0 , . . . , sm−1 )
for trees s0 , . . . , sm−1 , and since the variables y0 , . . . , yk−1 form the same set as
x0 , . . . , xm−1 , we conclude that t has the root labeled by % and has the same set
of children as s, thus, t has the same depth as s.
Theorem 3.15. Let H be a finitary endofunctor of Set preserving inverse images. Then for every H-coalgebra A the following conditions are equivalent:
(i) A is recursive,
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(ii) a coalgebra homomorphism from A to I exists, and
(iii) A is parametrically recursive.
Proof. Following Remark 3.7(i), we only have to prove (ii) ⇒ (iii). In fact, let
ε : HΣ −→ H be a regular presentation. Then for every coalgebra α : A −→ HA
with a homomorphism h : A −→ I, choose m : HA −→ HΣ A with εA ·m = idHA
and consider A as a Σ-coalgebra (via m · α). Let k : A −→ TΣ be the unique
Σ-coalgebra homomorphism from (A, m · α) to (TΣ , τΣ ). Then u · h and j · k are
both H-coalgebra homomorphisms from (A, α) to (T, τ ), in fact, for j ·k consider
the commutative diagram
GF
A
k

α

/ HA

α

m

/ HΣ A




TΣ

εA

HΣ k

/ HΣ T Σ

τΣ

ED
/ HA
Hk

εTΣ

j


/ HTΣ

Hj


T


/ HT

τ

Due to the pullback in Lemma 3.14 we obtain the unique morphism
l : A −→ IΣ

with h = i · l

and k = uΣ · l.

Then l is a Σ-coalgebra homomorphism because HΣ (uΣ ) is a monomorphism
and in the diagram
GF

A

α

/ HA


IΣ

@A 
/ TΣ

/ HΣ A

ED

HΣ l

l

k

m

ϕ−1
Σ

uΣ


/ HΣ IΣ

HΣ k

BC

/ HΣ T Σ o

HΣ uΣ
τΣ

the outward square and all inner parts except the upper one commute. Thus, A
is a parametrically recursive Σ-coalgebra. This implies that, as a H-coalgebra,
it is also parametrically recursive, see Observation 3.12.
Example 3.16. A Pfin -coalgebra is a finitely branching graph A: the structure
map α : A −→ Pfin A assigns to every node the set of all neighbor nodes. Such a
graph is recursive iff it has no infinite paths.
Example 3.17. Finitely branching labelled transition systems are coalgebras of
the functor Pfin (Σ ×−), where Σ is the set of all actions. Recursivity means that
every development ends in finitely many steps in a state without transitions.

Recursive Coalgebras
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Remark 3.18. Recall from [12] that a set functor H is connected (i.e., is not a
coproduct of proper subfunctors) iff H1 ∼
= 1. We call H trivial if HA ∼
= 1 for all
sets A 6= ∅.
Theorem 3.19. For a nontrivial, connected endofunctor H the following conditions are equivalent:
(i) every coalgebra, for which a homomorphism into I exists, is recursive,
(ii) H∅ = ∅.
Proof. It is obvious that (ii) ⇒ (i) since I = ∅, thus, only the empty coalgebra
has a homomorphism into I. Conversely, suppose H∅ =
6 ∅, then we construct a
non-recursive coalgebra. This is sufficient because every coalgebra has a homomorphism into I: since H is connected, T = 1, and since H∅ =
6 ∅, we have I 6= ∅.
However, there always exists a monomorphism u : I ,→ T , thus,
I∼
=T
in other words, every coalgebra has a homomorphism into I.
By Lemma 4.3 in [7], since H is nontrivial, there exists a set A such that
card HA ≥ card A > 1.
Choose
e : HA −→ A and α : A −→ HA

with e · α = idA .

Then the coalgebra (A, α) is not recursive: for the algebra (A, e) one candidate of e† is idA :
α /
HA
A
idA


Ao

HidA

e


HA

Another candidate is obtained by choosing an element d ∈ H∅: for every set X
the empty map rX : ∅ −→ X yields an element dX = HrX (d) such that
Hf (dX ) = dY

for all functions f : X −→ Y .

Consequently, the constant function c : A −→ A of value e(dA ) also makes the
square
α /
HA
A
c


Ao

Hc

e


HA

commute: In fact, since c factorizes through A −→ 1, it follows that Hc factorizes
through H(A −→ 1), thus, since H is connected, Hc is the constant function of
value dA . And c 6= idA because card A > 1.
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Example 3.20. There exists a functor not preserving inverse images, but having
the property that for all coalgebras the equivalences
a homomorphism into I exists ⇐⇒ recursive ⇐⇒ parametrically recursive
hold. Change the value of R, see Example 2.8(ii), in the empty set to the value
∅. The only coalgebra having a homomorphism into I = ∅ is the empty one.
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Abstract. Given a monoid rewrite system R, one way of obtaining a
complete rewrite system for R is to use the classical Knuth-Bendix critical pairs completion algorithm. It is well known that this algorithm is
equivalent to computing a noncommutative Gröbner Basis for R. This article shows that we can also use noncommutative Involutive Basis methods to obtain an involutive complete rewrite system for R.

1

Introduction

Let R = hA | Bi be a monoid rewrite system, where A = {a1 , . . . , an } is an
alphabet and B = {b1 , . . . , bm } is a set of rules of the form bi = `i → ri (1 6 i 6
m; `i , ri ∈ A∗ ). Given a fixed admissible well-order on the words in A compatible
with R, the Knuth-Bendix critical pairs completion algorithm [1] attempts to
find a complete rewrite system R0 for R that is Noetherian and confluent, so
that any word over the alphabet A has a unique normal form with respect to
R0 . The algorithm proceeds by considering overlaps of left hand sides of rules,
forming new rules when two reductions of an overlap word result in two distinct
normal forms.
It is well known (see for example [2]) that the Knuth-Bendix critical pairs
completion algorithm is a special case of the noncommutative Gröbner Basis
algorithm [3]. To find the complete rewrite system, we treat the rewrite system
R as a set of polynomials F = {`1 − r1 , `2 − r2 , . . . , `m − rm } generating
a two-sided ideal over the noncommutative polynomial ring Zha1 , . . . , an i, and
compute a noncommutative Gröbner Basis G for F using a monomial ordering
induced from the fixed admissible well-order on the words in A. This is done by
computing an S-polynomial for each overlap of lead monomials, a polynomial
which is added to the system if it does not reduce to zero.
Example 1. Consider the monoid rewrite system R = hx, y | xy 2 → ε, x2 → εi,
where ε denotes the empty word. Let the ordering on words be DegLex, so that
w1 > w2 if deg(w1 ) > deg(w2 ) or, in the case that the degrees are equal, the first
(say i-th) letter (working left-to-right) on which the words w1 and w2 differ is
such that the i-th letter of w1 is greater than the i-th letter of w2 in the ordering
given to the alphabet (in this example, we will take x > y).
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In the first pass of the Knuth-Bendix algorithm, the only overlap of left hand
sides that yields a new rule is the overlap shown below.
x(xy 2 ) = x2 y 2 = (x2 )y 2
LLL
ss
LLL
ss
s
LLL 2
xy 2 →ε sss
x
LL→ε
ss
LLL
s
s
s
LL
s
% 2
sy s
←−
x
y
This corresponds to the S-polynomial
x(xy 2 − 1) − (x2 − 1)y 2 = y 2 − x
in the Gröbner Basis algorithm. After all overlaps or S-polynomials have been
considered, both algorithms terminate with the complete rewrite system R0 =
hx, y | x2 → ε, y 2 → x, xy → yxi for R.
In [4], an alternative method of computing noncommutative Gröbner Bases
was proposed, using concepts from the theory of commutative Involutive Bases
[5]. We shall now apply these ideas to monoid rewrite systems, giving a third
method of obtaining a complete rewrite system.

2

Involutive Rewrite Systems

In any monoid rewrite system, we can apply a rule ` → r to a word ω if and
only if ω has the form ω = u`v, where u, v may be the empty word. In this
situation, we say that the word ω reduces to the word ω 0 = urv. In an involutive
monoid rewrite system, we restrict these reductions by introducing additional
properties each reduction must satisfy, based on an assignment of left and right
multiplicative letters to `.
2.1

Involutive Reductions

In order to determine which letters are multiplicative for a particular left hand
side of a rewrite rule, we choose an involutive reduction I which, given any set
of words W over an alphabet A = {a1 , . . . an }, assigns a set of left multiplicative letters ML
I (w, W ) ⊆ {a1 , . . . , an } and a set of right multiplicative letters
MR
(w,
W
)
⊆
{a1 , . . . , an } to any word w ∈ W . The multiplicative letters for
I
a set of rewrite rules are then determined by the assignment of multiplicative
letters to the set of left hand sides of the rewrite rules.
Definition 1. (a) A word ` is an involutive divisor of a word ω with respect to
some involutive reduction I, written ` |I ω, if ω = u`v for some words u, v; the
suffix of u of degree 1 (if it exists) is left multiplicative for `; and the prefix of v
of degree 1 (again if it exists) is right multiplicative for `.
(b) A rule b = ` → r is an involutive divisor of a word ω with respect to some
involutive reduction I, written b |I ω, if ` |I ω. Further, if ω = u`v, we say that
the word ω involutively reduces to the word ω 0 = urv using the rule b.

Involutive Complete Rewrite Systems
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Example 2. Let W = {xy, yz} and A = {x, y, z}. Define left and right multiplicative letters as follows.
R
w ML
I (w, W ) MI (w, W )
xy {x, y, z}
{y, z}
yz
{y, z}
{x}

We consider reductions of ω = xyz given the set of rules B = {xy → z, yz →
x}. Conventionally, we are able to reduce ω by both of the rules in B, giving
reductions z 2 and x2 respectively. Involutively, we see that the first rule in B
reduces ω (because ω = (xy)z and the letter z is right multiplicative for the
word xy); but the second rule in B does not reduce ω (because ω = x(yz) and
the letter x is not left multiplicative for yz).
There are many ways of defining an involutive reduction, but we will only be
interested in involutive reductions that will enable us to find complete rewrite
systems. One such family of reductions is the family of strong reductions.
Definition 2. Let A∗ be the set of all words over the alphabet A = {a1 , . . . , an },
and let W ⊂ A∗ . The involutive cone CI (w, W ) of any word w ∈ W with respect
to some involutive reduction I is defined as follows:
CIL (w, W ) = {u ∈ A∗ such that w |I uw};
CIR (w, W ) = {v ∈ A∗ such that w |I wv};
CI (w, W ) = {uwv such that u ∈ CIL (w, W ), v ∈ CIR (w, W )}.
Definition 3. A strong involutive reduction I is defined on A∗ if we can assign
a set of left multiplicative letters ML
I (w, W ) and a set of right multiplicative
(w,
W
)
to
any
word
w
in
any set of words W ⊂ A∗ such that the
letters MR
I
following three conditions are satisfied.
– If there exist two words w1 , w2 ∈ W such that CI (w1 , W ) ∩ CI (w2 , W ) 6= ∅,
then either CI (w1 , W ) ⊂ CI (w2 , W ) or CI (w2 , W ) ⊂ CI (w1 , W ).
– Any word ω ∈ CI (w, W ) is involutively reducible by w in one way only, so
that if w appears as a subword of ω in more than one way, then only one of
these ways allows us to deduce that w involutively reduces ω.
0
0
0
L
– If W 0 ⊂ W , then for all w0 ∈ W 0 , ML
I (w , W ) ⊆ MI (w , W ) and
R
0
R
0
0
MI (w , W ) ⊆ MI (w , W ).
Remark 1. We shall refer to the three conditions of Definition 3 as (respectively)
the Disjoint Cones condition, the Unique Divisor condition and the Subset condition.
Definition 4. If an involutive reduction determines the left and right multiplicative letters for a word w ∈ W independently of the set W , then the reduction is
known as a global involutive reduction. Otherwise, the reduction is known as a
local involutive reduction.
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Algorithm 1 An Involutive Normal Form Algorithm
Inputs: A rule b = ` → r and a set of rules B = {`1 → r1 , . . . , `m → rm } over an
alphabet A = {a1 , . . . an }; a fixed admissible well-order < on words in A compatible
with R = hA | Bi; an involutive reduction I.
Output: INFI (b, B), the involutive normal form λ → ρ of b with respect to B and I.
λ = ε; ρ = ε; first = true;
while (` 6= ε) do
j = 1; found = false;
while (j 6 m) and (found == false) do
if (` = u`j v for some words u, v such that `j |I `) then
found = true;
` = urj v (if there are several candidates for u (and therefore for v), choose
the one with the smallest degree);
if (` < r) then
swap ` and r;
else if (` == r) and (first == true) then
return ε → ε (the empty rule);
end if
else
j = j + 1;
end if
end while
if (found == false) then
if (first == true) then
λ = `; ` = r; r = ε; first = false;
else
ρ = `; ` = ε;
end if
end if
end while
return λ → ρ;

Involutive Complete Rewrite Systems
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Constructing Involutive Complete Rewrite Systems

Whereas the Knuth-Bendix algorithm constructs a complete rewrite system by
considering overlaps of left hand sides of rewrite rules, and the noncommutative
Gröbner Basis algorithm constructs a complete rewrite system by considering
S-polynomials, the Involutive Basis algorithm for monoid rewrite systems uses
processes known as prolongation and autoreduction.
Definition 5. Given a rule b = ` → r, a left prolongation of b is a rule ai ` →
ai r, where ai is a left nonmultiplicative letter of ` with respect to some involutive
reduction I; and a right prolongation of b is a rule `aj → raj , where aj is a right
nonmultiplicative letter of ` with respect to I.
Definition 6. A set of rules B is said to be autoreduced if no rule b ∈ B exists
such that b is involutively reducible (with respect to B) by some rule b0 ∈ B \ {b}.
Remark 2. In the algorithm to perform autoreduction (Algorithm 2), we use the
following notation: let INFI (b, B, B 0 ) denote the involutive normal form of the
rule b with respect to the set of rules B (obtained using Algorithm 1), where
reductions (in Algorithm 1) are only to be performed by elements of the set
B 0 ⊆ B.

Algorithm 2 Autoreduction
Inputs: A set of rules B = {`1 → r1 , . . . , `m → rm }; an involutive reduction I.
0
Output: An autoreduced set of rules B 0 = {`01 → r10 , . . . , `0m0 → rm
0 }.

while (∃ bi ∈ B such that INFI (bi , B, B \ {bi }) 6= bi ) do
b0i = INFI (bi , B, B \ {bi });
B = B \ {bi };
if (b0i 6= ε → ε) then
B = B ∪ {b0i };
end if
end while
B 0 = B;
return B 0 ;

Remark 3. With respect to a strong involutive reduction, the involutive cones
of an autoreduced set of rules are always disjoint.
In the following definitions, let R be a rewrite system and let I be a fixed
involutive reduction.
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Definition 7. R is a locally involutive rewrite system if R is autoreduced and
all prolongations of rules in R involutively reduce to the empty rule using R.
Definition 8. R is an involutive rewrite system if R is autoreduced and all
possible multiples u`v → urv of rules ` → r in R involutively reduce to the
empty rule using R (u and v are any words).
Consider a word w of degree d.
– Let Prefix(w, i) denote the prefix of w of degree i (where 1 6 i 6 d).
– Let Suffix(w, i) denote the suffix of w of degree i (where 1 6 i 6 d).
– Let Subword(w, i, j) denote the subword of w starting at position i and
finishing at position j (where 1 6 i 6 j 6 d).
Definition 9. Let I be a fixed involutive reduction; let ω be a fixed word; let
W be any set of words; and consider any sequence (w1 , w2 , . . . , wk ) of words
from W (wi ∈ W for all 1 6 i 6 k), each of which is a subword of ω (so
that ω = ui wi vi for all 1 6 i 6 k, where the ui and the vi are words). For
all 1 6 i < k, suppose that the word wi+1 satisfies exactly one of the following
conditions.
(a) wi+1 involutively reduces a left prolongation of wi , so that deg(ui ) > 1;
Suffix(ui , 1) ∈
/ ML
I (wi , W ); and wi+1 |I (Suffix(ui , 1))wi .
(b) wi+1 involutively reduces a right prolongation of wi , so that deg(vi ) > 1;
Prefix(vi , 1) ∈
/ MR
I (wi , W ); and wi+1 |I wi (Prefix(vi , 1)).
Then I is continuous at ω if all the pairs (ui , vi ) are disjoint ((ui , vi ) 6= (uj , vj )
for all i 6= j); I is a continuous involutive reduction if I is continuous for all
possible ω.
Proposition 1. If an involutive reduction I is continuous; and if an arbitrary
set of rules B forms part of a locally involutive rewrite system R with respect to
I and some fixed admissible well-order < on words compatible with R, then R is
an involutive rewrite system with respect to I and <.
Proof. Assume that B = {`1 → r1 , . . . , `m → rm }, and let L = {`1 , . . . , `m }
denote the set of left hand sides. Given any rule bi ∈ B and any words u and v,
in order to show that R is an involutive rewrite system with respect to I and <,
we must show that ubi v involutively reduces to the empty rule using B.
If `i |I u`i v we are done, as we can use bi to involutively reduce ubi v to obtain
the empty rule. Otherwise, either ∃ a1 ∈
/ ML
I (`i , L) such that a1 = Suffix(u, 1),
R
or ∃ a1 ∈
/ MI (`i , L) such that a1 = Prefix(v, 1). Without loss of generality,
assume that the first case applies. By local involutivity, the prolongation a1 bi
involutively reduces to the empty rule using B. Assuming that the first step of
this involutive reduction involves the rule bj ∈ B, we can write
a1 bi = a1 `i → a1 ri = u1 `j v1 → a1 ri ,

(1)
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where u1 , v1 are words such that `j |I a1 `i . Multiplying both sides of Equation
(1) on the left by u0 := Prefix(u, deg(u) − 1) and on the right by v, we obtain
the equation
ubi v = u0 u1 `j v1 v → uri v.
(2)
If `j |I u`i v, it is clear that we can use bj to involutively reduce the rule ubi v to
obtain the rule u0 u1 rj v1 v → uri v or uri v → u0 u1 rj v1 v (dependent upon whether
u0 u1 rj v1 v > uri v or not). We then continue by induction, noticing (i) that the
left hand side of our new rule will contain the left hand side of some rule in B as
a subword because we know that the prolongation a1 bi involutively reduces to
the empty rule; and (ii) the process will terminate because of the admissibility
of our word ordering.
Otherwise, if bj does not involutively reduce ubi v, either ∃ a2 ∈
/ ML
I (`j , L)
0
R
such that a2 = Suffix(u u1 , 1), or ∃ a2 ∈
/ MI (`j , L) such that a2 = Prefix(v1 v, 1).
This time (again without loss of generality), assume that the second case applies.
By local involutivity, the prolongation bj a2 involutively reduces to the empty rule
using B. Assuming that the first step of this involutive reduction involves the
rule bk ∈ B, we can write
bj a2 = `j a2 → rj a2 = u2 `k v2 → rj a2 ,

(3)

where u2 , v2 are words such that `k |I `j a2 . Multiplying both sides of Equation
(3) on the left by u0 u1 and on the right by v 0 := Suffix(v1 v, deg(v1 v) − 1), we
obtain the equation
u0 u1 bj v1 v = u0 u1 u2 `k v2 v 0 → u0 u1 rj v1 v

(4)

ubi v = u0 u1 u2 `k v2 v 0 → uri v.

(5)

and hence
If `k |I u`i v, the proof (as before) is now complete. Otherwise, we continue by
induction, obtaining a sequence bi , bj , bk , . . . of elements in B. By construction,
the left hand side of each rule in the sequence is a subword of u`i v. By continuity
(at u`i v), no two elements in the sequence reduce u`i v in the same way. Because
u`i v has a finite number of subwords, the sequence must be finite, terminating
with a rule b0 ∈ B such that b0 |I u`i v. This then allows us to finish the proof
through use of the local involutivity of B and the admissibility of our word
ordering.
2
Let us now consider Algorithm 3 (on page 22), an algorithm to compute a
locally involutive rewrite system for an input rewrite system R = hA | Bi. The
algorithm starts by autoreducing B using Algorithm 2. We then construct a set
S containing all the possible prolongations of elements of B, before recursively
(a) picking a prolongation s from S such that the left hand side of s is minimal
with respect to the chosen word ordering; (b) removing s from S; and (c) finding
the involutive normal form s0 of s with respect to B. If during this loop a normal
form s0 is found that is nonzero, we exit the loop and autoreduce the set B ∪{s0 },
continuing thereafter to construct a new set S and repeating the above process
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Algorithm 3 The Involutive Basis Algorithm for Monoid Rewrite Systems
Inputs: A rewrite system R = hA | Bi, where A = {a1 , . . . an } is an alphabet and
B = {`1 → r1 , . . . , `m → rm } is a set of rules; a fixed admissible well-order < on
words in A compatible with R; an involutive reduction I.
Output: (In the case of termination): A locally involutive rewrite system R0 for R.
C = ∅;
B = Autoreduce(B);
while (C == ∅) do
/ MR
S = {ai b | b ∈ B, ai ∈
/ ML
I (b, B)};
I (b, B)} ∪ {bai | b ∈ B, ai ∈
s0 = 0;
while (S 6= ∅) and (s0 == 0) do
Let s be a rule in S whose left hand side is minimal with respect to <;
S = S \ {s};
s0 = INFI (s, B);
end while
if (s0 6= ε → ε) then
B = Autoreduce(B ∪ {s0 });
else
C = B;
end if
end while
return R0 = hA | Ci;
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on this new set. If however all the prolongations in S involutively reduce to the
empty rule, then by definition R0 = hA | Bi is a locally involutive rewrite system,
and so we can exit the algorithm with this rewrite system.
Definition 10. R is a locally involutive complete rewrite system if R is (i) a
complete rewrite system; and (ii) a locally involutive rewrite system with respect
to some involutive reduction I.
Definition 11. R is an involutive complete rewrite system if R is (i) a complete rewrite system; and (ii) an involutive rewrite system with respect to some
involutive reduction I.
Proposition 2. If I is a strong involutive reduction, then any involutive rewrite
system R with respect to I is an involutive complete rewrite system with respect
to I.
Proof. By definition of a strong reduction, the involutive normal form of any
word ω with respect to R is unique. We can therefore show that R is an involutive
complete rewrite system by showing that the conventional and involutive normal
forms of an arbitrary word ω with respect to R are identical. For this it is
sufficient to show that a word ω is conventionally reducible by R if and only if
it is involutively reducible by R. (⇒) Trivial as every involutive reduction is a
conventional reduction. (⇐) Let b = ` → r be an arbitrary rule in R. If a word
ω is conventionally reducible by b, it follows that ω = u`v for some words u and
v. But R is an involutive rewrite system, so there must exist a rule b0 ∈ R such
that b0 |I u`v. Thus ω is also involutively reducible by R.
2

3

A Global Involutive Reduction

Definition 12 (The Left Reduction). Given any word w, the left reduction
 assigns all letters to be left multiplicative for w, and assigns all letters to be
right nonmultiplicative for w.
Proposition 3. The left reduction is a strong involutive reduction.
Proof. We need to show that the three conditions of Definition 3 hold.
– Disjoint Cones Condition
Consider two involutive cones C (w1 ) and C (w2 ) associated to two words
w1 , w2 over some alphabet A. If C (w1 ) ∩ C (w2 ) 6= ∅, then there must be
some word ω ∈ A∗ such that ω contains both words w1 and w2 as subwords,
and (as placed in ω) both w1 and w2 must involutively reduce ω. By definition
of , both w1 and w2 must be suffices of ω. Thus, assuming (without loss
of generality) that deg(w1 ) > deg(w2 ), we are able to draw the following
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diagram summarising the situation.
ω
o
o

/
w1
o

/
w2
/

But now, assuming that w1 = w3 w2 for some word w3 , it is clear that
C (w1 ) ⊂ C (w2 ) because any word ω 0 ∈ C (w1 ) must be of the form ω 0 =
w0 w1 for some word w0 ; this means that ω 0 = w0 w3 w2 ∈ C (w2 ).
– Unique Divisor Condition
As a word ω is only involutively reducible by a word w with respect to the
left reduction if w is a suffix of ω, it is clear that w can only involutively
reduce ω in at most one way.
– Subset Condition
Follows immediately due to the left reduction being a global reduction.
2
Proposition 4. The left reduction is continuous.
Proof. Let ω be an arbitrary fixed word; let W be any set of words; and consider
any sequence (w1 , w2 , . . . , wk ) of words from W (wi ∈ W for all 1 6 i 6 k),
each of which is a subword of ω (so that ω = ui wi vi for all 1 6 i 6 k, where the
ui and the vi are words). For all 1 6 i < k, suppose that the word wi+1 satisfies
condition (b) of Definition 9 (condition (a) can never be satisfied because 
never assigns any left nonmultiplicative letters). To show that  is continuous,
we must show that no two pairs (ui , vi ) and (uj , vj ) are the same, where i 6= j.
Consider an arbitrary word wi from the sequence, where 1 6 i < k. Because
 assigns no right multiplicative letters, the next word wi+1 in the sequence
must be a suffix of the prolongation wi (Prefix(vi , 1)) of wi , so that deg(vi+1 ) =
deg(vi ) − 1. It is therefore clear that no two identical (u, v) pairs can be found
in the sequence, as deg(v1 ) > deg(v2 ) > · · · > deg(vk ).
2
Remark 4. Now that we know that the left reduction is strong and continuous,
we can state that (with respect to the left reduction) any locally involutive
rewrite system returned by Algorithm 3 is an involutive complete rewrite system.
3.1

A Group Example: S3

Example 3. Let R = hY, X, y, x | x3 → ε, y 2 → ε, (xy)2 → ε, Xx → ε, xX →
ε, Y y → ε, yY → εi be a monoid rewrite system for the group S3 , where Y >
X > y > x is the ordering given to the alphabet. (Note: this presentation is
obtained from the group presentation S3 = hy, x | x3 , y 2 , (xy)2 i; X and Y
represent the inverses of x and y respectively.)
If we apply the Knuth-Bendix algorithm to R with respect to the DegLex
word ordering, we obtain the complete rewrite system
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R0 = hY, X, y, x | xyx → y, yxy → X, x2 → X, Xx → ε, y 2 → ε, Xy →
yx, xX → ε, yX → xy, X 2 → x, Y → yi.
With respect to the left reduction, if we apply Algorithm 3 to R, we obtain the
involutive complete rewrite system
R00 = hY, X, y, x | y 2 → ε, Xx → ε, xX → ε, Y y → ε, y 2 x → x, Y → y, Y x →
yx, Xxy → y, Y yx → x, x2 → X, X 2 → x, xyx → y, Xy → yx, Xyx →
xy, x2 y → yx, yX → xy, yxy → X, Y xy → X, Y X → xyi.
With the involutive complete rewrite system, we are now able to uniquely reduce
each word over the alphabet {Y, X, y, x} to one of the six elements of S3 . To
illustrate this, consider the word yXY x. Using the 10 element complete rewrite
system R0 obtained by using the Knuth-Bendix algorithm, there are several
reduction paths for this word, as illustrated by the following diagram.
yXY xK
KK Y →y
t
KK
KK
tt
t
K%
ytt
xyY xJ
yXyxI
II Xy→yx
JJ
tt
II
JJ
t
II
JJ
tt
t
I$
J%
Y →y
ytt yX→xy
xy 2 x J
y 2 x2 G
GG 2
JJ
v
2
y →ε vv
GxG →X
JJ
v
GG
v
J
v
J
G#
v
JJ
y 2 →ε
zvv
$
2
y2 X G
x II
GGyX→xy
v
II
v
GG
v
II
v
GG
v
I
v 2
G#
x2 →X II
{vv y →ε
$
yxy
X
yX→xy tt

yxy→X


X

However, by involutively reducing the word yXY x with respect to the 19 element
involutive complete rewrite system R00 , there is only one reduction path, namely
yXY x
Y x→yx


yXyx

Xyx→xy


yxy
yxy→X


X
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Conclusions and Further Work

We have demonstrated an alternative way of obtaining a complete rewrite system
for a monoid rewrite system, one in which unique normal forms are also obtained
uniquely. Although the correctness of the algorithm used to compute such complete rewrite systems was shown, the question of termination still remains, in
particular the question of termination in the case that the Knuth-Bendix critical
pairs completion algorithm terminates. To answer this question, further investigation is needed, which may involve more complicated involutive reductions
such as those introduced in [6]. It would also be interesting to investigate the
efficiency of Algorithm 3 compared to the traditional methods; research in [7]
shows that for certain examples in the theory of commutative involutive bases,
the involutive method is more efficient than the traditional Gröbner Basis approach.
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Weak Bisimulation Approximants
Will Harwood and Faron Moller
Department of Computer Science, Swansea University

Abstract. Bisimilarity , a canonical notion of equivalence between processes, is defined co-inductively, but it may be approached – and even
reached – by its (transfinite) inductively-defined approximants. For arbitrary processes this approximation may need to climb arbitrarily high
through the infinite ordinals before stabilising. In this paper we consider
a simple process algebra, the Basic Parallel Processes (BPP), and investigate the level at which the approximation becomes the thing itself.

1

Introduction

There has been great interest of late in the development of techniques for deciding equivalences between infinite-state processes, particularly for the question of
bisimilarity between processes generated by some type of term algebra. Several
surveys of this developing area have been published, beginning with [13], and
there is now a chapter in the Handbook of Process Algebra dedicated to the
topic [1], as well as a website devoted to maintaining an up-to-date comprehensive overview of the state-of-the-art.
While questions concerning strong bisimilarity have been successfully addressed,
techniques for tackling the question of weak bisimilarity, that is, when unobservable transitions are allowed, are still lacking, and many open problems remain.
The main difficulty arising when considering weak bisimilarity is that processes
become infinite-branching: at any point in a computation, a single action can
result in a transition to any one of an infinite number of next states. Common
finiteness properties fail due to this; in particular, bisimilarity can no longer
be characterised by its finite approximations in the way that it can for finitebranching processes. For arbitrary infinite-branching processes, we may need
to climb arbitrarily high through the transfinite approximations to bisimilarity
before reaching the bisimulation relation itself.
In this paper we consider the problem of weak bisimilarity for so-called Basic
Parallel Processes (BPP), a simple model of concurrent processes. These correspond to commutative context-free processes, or equivalently to communicationfree Petri nets. The question as to the decidability of weak bisimilarity between
BPP processes remains unsolved. It has recently been shown that the problem is
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at least PSPACE-hard [16], even in the restricted case of so-called normed BPP,
but this sheds no light one way or the other as to decidability. Jančar suggests
in [11] that the techniques he uses there to establish PSPACE-completeness of
strong bisimilarity for BPP might be exploited to give a decision procedure for
weak bisimilarity, but this conjecture remains unsubstantiated.
It has long been conjectured that for BPP, weak bisimilarity is characterised by
its (ω×2)-level approximation. Such a result could provide a way to a decision
procedure. However, no nontrivial approximation bound has before now been
established. In this paper we provide a non-trivial countable bound on the approximation: for a BPP defined over k variables, weak bisimilarity is reached by
the ω k level; weak bisimilarity is thus reached by the ω ω level for any BPP.
Our argument is based on a new constructive proof of Dickson’s Lemma which
provides an ordinal bound on the sequences described by the Lemma. This proof
is presented in Section 2 of the paper. After this, the definitions necessary for the
remainder of the paper are outlined in Section 3 along with a variety of results,
and our results on BPP are presented in Section 4.

2

Ordinal Bounds for Dickson’s Lemma

~ =(x1 , . . . , xn )∈Nn
An n-tuple ~y =(y1 , . . . , yn )∈Nn dominates another n-tuple x
~ ≤ ~y , where ≤ is considered pointwise. A sequence of n-tuples is a nonif x
dominating sequence over Nn if no element of the sequence dominates any of
its predecessors in the sequence. A rooted tree with nodes labelled by n-tuples
from Nn is a non-dominating tree over Nn if the sequence of labels along any
path through the tree is a non-dominating sequence.
Dickson’s Lemma [5] asserts that there can be no infinite non-dominating sequences.
Lemma 1 (Dickson’s Lemma). All non-dominating sequences are finite. That
~ 1, x
~ 2, x
~ 3 , . . . ∈ Nn we can always find
is, given an infinite sequence of vectors x
~i ≤ x
~ j.
indices i, j with i<j such that x
The standard proof of this lemma uses a straightforward induction on n: for the
base case, any sequence of decreasing natural numbers must be finite; and for
the induction step, from an infinite sequence of n-tuples you extract an infinite
subsequence in which the last components are nondecreasing (either constant or
increasing), and then apply induction on the sequence of (n−1)-tuples arising
when ignoring these last components.
The problem with this proof is that it is nonconstructive; in particular, it gives
no clue as to the ordinal bound on the lengths of non-dominating sequences.
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The difficulty with determining an ordinal bound comes from the fact that the
domination order is not a total order on n-tuples (as opposed, for example, to
lexicographical order). We provide here an alternative constructive proof from
which we can extract an ordinal bound on the lengths of such sequences.
Lemma 2 (Constructive Dickson’s Lemma). The ordinal bound on nondominating sequences of n-tuples is ω n .
Proof. That ω n is a lower bound is clear: we can construct non-dominating
sequences of n-tuples from Nn which decrease arbitrarily slowly with respect to
the lexicographical ordering <lex on Nn . That it is an upper bound will follow
from the construction of a function fn : (Nn )+ → Nn on non-empty sequences of
n-tuples which satisfies the following property: (here, ∗ represents the operation
of concatenating sequences)
~∗ x
~ is a non-dominating sequence of n-tuples, and u
~ is itself nonIf u
~ ) <lex fn (~
u).
empty, then fn (~
u∗ x
We shall inductively define these functions fn . The base case is straightforward:
we can define f1 by
f1 ( x1 , . . . , xk ) = xk .
A non-dominating sequence of natural numbers is simply a decreasing sequence,
which has ordinal bound ω.
For illustrative purposes we carry out the construction of the function f2 for
sequences of pairs, and later generalise our construction to sequences of n-tuples.
~ = (x1 , y1 ), . . . , (xk , yk ) of pairs, define
Given a non-empty finite sequence u
• minx (~
u) = min{ xi : 1 ≤ i ≤ k }
• miny (~
u) = min{ yi : 1 ≤ i ≤ k }
n
• S2 (~
u) = (x, y) : minx (~
u) ≤ x, miny (~
u) ≤ y, and
(xi , yi ) 6≤ (x, y) for all i : 1 ≤ i ≤ k

o

~ can be extended without
S2 (~
u) consists of the pairs with which the sequence u
altering the minx and miny values and yet while maintaining non-domination.
Note that S2 (~
u) must be finite: if we let i and j be such that xi = minx (~
u) and
yj = miny (~
u), then in order for (x, y) 6≥ (xi , yi ) and (x, y) 6≥ (xj , yj ) we must
have x < xj (since y ≥ yj ) and y < yi (since x ≥ xi ).
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~ ∗ (x, y) is a non-dominating sequence, and that u
~ is itself
Suppose that ~v = u
non-empty. Then clearly minx (~v ) ≤ minx (~
u) and miny (~v ) ≤ miny (~
u); and if
equality holds in both cases then S2 (~v ) ( S2 (~
u) since S2 (~v ) ⊆ S2 (~
u) yet (x, y) ∈
S2 (~
u) \ S2 (~v ). Thus |S2 (~v )| < |S2 (~
u)|.
~ of pairs as follows:
We can then define the function f2 on non-empty sequences u
minx (~
u)+miny (~
u), |S2 (~
u)|

f2 (~
u) =

~ ∗ (x, y) is a non-dominating sequence and u
~ is itself non-empty, then by
If u
the above argument we must have that f2 (~
u∗ (x, y) ) <lex f2 (~
u).
For the inductive construction of fn we assume we have constructed the function
fn−1 as required. For 1 ≤ i ≤ n we define the function
def

π-i ( x1 , . . . , xn ) =

x1 , . . . , xi−1 , xi+1 , . . . , xn

which simply deletes the ith component from the n-tuple x1 , . . . , xn . Next,
~ = x
~ 1, . . . , x
~ k of n-tuples, we define the
given a non-empty finite sequence u
set
def

nd-i (~
u) =

n

: p > 0, 0 < i1 < · · · < ip ≤ n, ando
π-i (~
xi1 ), . . . , π-i (~
xip ) is non-dominating

π-i (~
xi1 ), . . . , π-i (~
xi p )

~ in which
which consists of the non-dominating subsequences of (n−1)-tuples of u
the ith components of the n-tuples have been deleted. Finally we make the
following definitions:
def

~ ∈ nd-i (~
• min-i (~
u) = min<lex { fn−1 (~
x) : x
u) }
n
~ : min-i (~
~ ) for all i : 1 ≤ i ≤ n, ando
• Sn (~
u) = x
u) = min-i (~
u∗ x
~ i 6≤ x
~ for all i : 1 ≤ i ≤ k
x
~ can be extended withSn (~
u) consists of the n-tuples with which the sequence u
out altering the min-i values and yet while maintaining non-domination. Note
that Sn (~
u) must be finite. To see this, let i1 , . . . , ip be such that
min-i (~
u) = fn−1 ( π-i (~
xi1 ), . . . , π-i (~
xip ) ),
~ ∈ Sn (~
and suppose that x
u). If π-i (~
xi1 ), . . . , π-i (~
xip ) ∗ π-i (~
x) is non-dominating,
then by induction we would get that
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~ ) ≤lex fn−1 ( π-i (~
min-i (~
u∗ x
xi1 ), . . . , π-i (~
xip ) ∗ π-i (~
x) )
<lex fn−1 ( π-i (~
xi1 ), . . . , π-i (~
xip ) ) = min-i (~
u)
~ ∈ Sn (~
contradicting x
u). Therefore we must have π-i (~
x) ≥ π-i (~
xij ) for some j.
~ 6≥ x
~ ij we must then have (~
But since x
x)i < (~
xij )i .
~∗ x
~ is a non-dominating sequence, and that u
~ is itself
Suppose that ~v = u
non-empty. Then min-i (~v ) ≤ min-i (~
u) for all i (since nd-i (~
u) ⊆ nd-i (~v )); and
if equality holds in all cases then Sn (~v ) ( Sn (~
u) since Sn (~v ) ⊆ Sn (~
u) yet
~ ∈ Sn (~
x
u) \ Sn (~v ). Thus |Sn (~v )| < |Sn (~
u)|.
~ of n-tuples as
We can then define the function fn on non-empty sequences u
follows:
fn (~
u) =

P

n
i=1


min-i (~
u) ∗ |Sn (~
u)|

~∗ x
~ is a non-dominating sequence
where the sum is taken component-wise. If u
~ is itself non-empty, then by the above argument we must have that
and u
~ ) <lex fn (~
fn (~
u∗ x
u).


2.1

Ordinal Bounds on Trees

This theorem easily extends to trees, where we take the following definition of
the height of a well-founded tree.
Definition 1. The height of a well-founded tree rooted at t is defined by
def

h(t) = sup{ h(s) + 1 : t −→ s }.
Theorem 1. If t is a non-dominating tree over Nn , then h(t) ≤ ω n .
Proof. For each node x of the tree, define `(x) ∈ Nn as `(x) = fn (πx ), where fn
is as defined in the proof of Lemma 2, and πx is the non-dominating sequence
of labels on the path from the root of t to x. It will suffice then to prove that
h(x) ≤ `(x) (viewing `(x) as an ordinal) for all nodes x of the tree. This is
accomplished by a straightforward induction on h(x):
h(x) = sup{ h(y) + 1 : x → y }
≤ sup{ `(y) + 1 : x → y } (by induction)
≤ `(x).
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3

Processes and Bisimilarity

A process is represented by (a state in) a labelled transition system defined
as follows.
Definition 2. A labelled transition system (LTS) is a triple S = (S, Act, →)
where S is a set of states, Act is a finite set of actions, and → ⊆ S × Act × S
is a transition relation.
a

We write s → s0 instead of (s, a, s0 ) ∈ → and we extend this notation to elements
of Act ∗ in the natural way.
It is common to admit silent transitions to model the internal unobservable
evolution of a system. In standard automata theory these are typically referred
to as epsilon transitions, but in concurrency theory they are represented by a
special action τ ∈ Act. With this, we can then define observable transitions as
follows:
τ

τ

s ⇒ t iff s (→)∗ t and
a

s⇒t

τ

a

τ

iff s (→)∗ · → · (→)∗ t

for a 6= τ .

The notion of “behavioural sameness” between two processes (which we view as
two states in the same LTS) can be formally captured in many different ways (see,
e.g., [6] for an overview). Among those behavioural equivalences, bisimilarity
enjoys special attention. Its formal definition is as follows.
Definition 3. Let S = (S, Act, →) be an LTS. A binary relation R ⊆ S × S is
a bisimulation relation iff whenever (s, t) ∈ R, we have that
a

a

– for each transition s → s0 there is a transition t → t0 such that (s0 , t0 ) ∈ R;
and
a
a
– for each transition t → t0 there is a transition s → s0 such that (s0 , t0 ) ∈ R.
Processes s and t are bisimulation equivalent (bisimilar), written s ∼ t, iff
they are related by some bisimulation. Thus ∼ is the union, and ergo the largest,
of all bisimulation relations.
If we replace the transition relation → in this definition with the weak transition
relation ⇒, we arrive at the definition of weak bisimulation equivalence
(weak bisimilarity), which we denote by ≈.
The above definition of (weak) bisimilarity is a co-inductive one, but can be
approximated using the following stratification.
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Definition 4. The bisimulation approximants ∼κ , for all ordinals κ ∈ O,
are defined as follows:
– s ∼0 t for all process states s and t.
– s ∼κ+1 t iff
a

a

• for each transition s → s0 there is a transition t → t0 such that s0 ∼κ t0 ;
and
a
a
• for each transition t → t0 there is a transition s → s0 such that s0 ∼κ t0 .
– For all limit ordinals λ, s ∼λ t iff s ∼κ t for all κ < λ.
The weak bisimulation approximants ≈κ are defined by replacing the transition relation → with the weak transition relation ⇒.
The following results are then standard.
Theorem 2.
1. Each ∼κ and ≈κ is an equivalence relation.
2. The relations ∼κ and ≈κ define strict decreasing hierarchies: over general
processes, ∼κ ( ∼λ and ≈κ ( ≈λ whenever κ > λ.
3. s ∼ t iff s ∼κ for all ordinals κ ∈ O, and s ≈ t iff s ≈κ t for all ordinals
κ ∈ O. That is, ∼ = ∩κ∈O ∼κ and ≈ = ∩κ∈O ≈κ .
If s 6∼ t, we must have a least ordinal κ ∈ O such that s 6∼κ+1 t, and for this
value κ we must have s ∼κ t. (If s 6∼λ t for a limit ordinal λ then we must have
s 6∼κ t, and hence s 6∼κ+1 t, for some κ < λ.) We shall identify this value κ by
writing s ∼!κ t. In the same way we write s ≈!κ t to identify the least ordinal
κ ∈ O such that s 6≈κ+1 .

3.1

Bisimulation Games and Optimal Move Trees

There is a further approach to defining (weak) bisimilarity, one based on games
and strategies, whose usefulness is outlined in the tutorial [12]. We describe it
here for bisimilarity; its description for weak bisimilarity requires only replacing
the transition relation → with the weak transition relation ⇒, after which all
results stated will hold for the weak bisimilarity relations.
A game G(s, t) corresponding to two states s and t of a process is played between
two players, A and B; the first player A (the adversary) wants to show that the
states s and t are different, while the second player B (the bisimulator) wants to
show that they are the same. To this end the game is played by the two players
exchanging moves as follows:
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a

a

– A chooses any transition s → s0 or t → t0 from one of the states s and t;
a

a

– B responds by choosing a matching transition t → t0 or s → s0 from the
other state;
– the game then continues from the new position G(s0 , t0 ).
The second player B wins this game if B can match every move that the first
player A makes (that is, if A cannot move or the game continues indefinitely); if,
however, B at some point cannot match a move made by A then player A wins.
The following is then a straightforward result.
Theorem 3. s ∼ t iff the second player B has a winning strategy for G(s, t).
If s 6∼ t, then s ∼!κ t for some κ ∈ O, and this κ in a sense determines how long
the game must last, assuming both players are playing optimally, before B loses
the game G(s, t):
– Since s 6∼κ+1 t, A can make a move such that regardless of B’s response the
situation will result in a game G(s0 , t0 ) in which s0 6∼κ t0 ; such a move is an
optimal move for A.
– For every λ < κ, regardless of the move made by A, B can respond in such
a way that the situation will result in a game G(s0 , t0 ) in which s0 ∼λ t0 .
With this in mind, we can make the following definition.
Definition 5. An optimal move tree is a tree whose nodes are labelled by
pairs of non-bisimilar states of a process in which an edge (s, t) −→ (s0 , t0 ) exists
precisely when (s, t) is a node of the tree and the following holds:
In the game G(s, t), a single exchange of moves in which A makes an
optimal move may result in the game G(s0 , t0 )
The optimal move tree rooted at (s, t) is denoted by omt(s, t).
If (s, t) −→ (s0 , t0 ) is an edge in an optimal move tree, then s ∼!κ t and s0 ∼!λ t0
for some κ and λ with κ > λ. Hence every optimal move tree is well-founded.
Furthermore, the following result is easily realised.
Lemma 3. h(omt(s, t)) = κ iff s ∼!κ t.
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Bounded Branching Processes

Over the class of finite-branching labelled transition systems, it is a standard
result that ∼ = ∼ω . We give here a generalisation of this result for infinitebranching processes.
Definition 6. A limit ordinal κ is regular iff it is not the supremum of fewer
than κ smaller ordinals.
Thus for example ω is regular as it is not the supremum of any finite collection
of natural numbers. It is easily seen that any regular ordinal must in fact be a
cardinal number ℵ.
Definition 7. A process is <-ℵ-branching iff all of its states have fewer than
ℵ transitions leading out of them. A tree t is <-ℵ-branching iff all of its nodes
have fewer than ℵ children.
Theorem 4. If ℵ is a regular cardinal, and t is a well-founded <-ℵ-branching
tree, then h(t) < ℵ.
Proof. By transfinite induction on h(t). If t −→ s then h(s) < h(t); and by
induction h(s) < ℵ and hence h(s)+1 < ℵ. Since h(t) = sup{ h(s)+1 : t −→ s },
by the regularity of ℵ we must have that h(t) < ℵ.

The most basic form of this result is König’s Lemma: any finite branching wellfounded tree can only have finitely-many nodes (and hence finite height).
The next result follows directly from the fact that |A×A| = |A| for any infinite
set A.
Lemma 4. If s and t are non-equivalent states of a <-ℵ-branching process, then
omt(s, t) is <-ℵ-branching.
¿From the above, we arrive at a theorem on approximant collapse, which generalises the standard result that ∼ = ∼ω on finitely branching processes as well
as a result in [18] concerning the countably-branching processes.
Theorem 5. For regular cardinals ℵ, ∼ = ∼ℵ over the class of <-ℵ-branching
processes.
Proof. ∼ ⊆ ∼ℵ is a given. If on the other hand s 6∼ t, then h(omt(s, t)) = κ
where s ∼!κ t. Thus, by Lemma 4 and Theorem 4, κ < ℵ, and hence s 6∼ℵ t. 
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4

Basic Parallel Processes

A Basic Process Algebra (BPA) process is defined by a context-free grammar
in Greibach normal form. Formally this is given by a triple G = (V, A, Γ ),
where V is a finite set of variables (nonterminal symbols), A is a finite set of
labels (terminal symbols), and Γ ⊆ V × A × V ∗ is a finite set of rewrite rules
(productions); it is assumed that every variable has at least one associated rewrite
rule. Such a grammar gives rise to the LTS SG = (V ∗ , A, →) in which the states
are sequences of variables, the actions are the labels, and the transition relation
is given by the rewrite rules extended by the prefix rewriting rule: if (X, a, α) ∈ Γ
a
then Xβ → αβ for all β ∈ V ∗ . In this way, concatenation of variables naturally
represents sequential composition.
A Basic Parallel Processes (BPP) process is defined in exactly the same fashion
from such a grammar. However, in this case elements of V ∗ are read modulo
commutativity of concatenation, so that concatenation is interpreted as parallel
composition rather than sequential composition. The states of the BPP process
associated with a grammar are thus given not by sequences of variables but
rather by multisets of variables.
As an example, Figure 1 depicts BPA and BPP processes defined by the same
A
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Fig. 1. BPA and BPP processes defined by the grammar A → AB, A → ε, B → ε
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grammar given by the three rules A → AB, A → ε and B → ε.
Decidability results for (strong) bisimilarity checking have been long established
for both BPA [4] and BPP [2, 3]. For a wide class of interest (normed processes)
these problems have been shown to have polynomial-time solutions [8–10]. More
recently the decision problems for full BPA and BPP have been shown to be
PSPACE-hard [14, 15].
Decidability results for weak bisimilarity are much harder to establish, mainly
due to the problems of infinite branching. While over BPA and BPP we have
∼ = ∩n∈ω ∼m , the infinite-branching nature of the weak transition relations
makes this result false. As an example, Figure 2 gives a BPP process with
states P and Q in which P ≈n Q for all n ∈ ω yet P 6≈ Q. In this case we
have P ≈ω Q, but from these we can produce BPP process states Xn and Yn
such that Xn ≈!ω+n Yn by adding the following production rules to the defining
grammar:
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Fig. 2. A BPP process with states P and Q satisfying P ≈!ω Q
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Xi+1 → Xi

a

Yi+1 → Yi

X1 → P
Y1 → Q

a

a

We can construct BPA processes with states Xn and Yn such that Xn ≈!ωn Yn [18],
but no example BPP states X and Y are known which satisfy X ≈!ω×2 Y . This
leads to the following long-standing conjecture.
Conjecture 1 (Hirshfeld, Jančar). On BPP processes, ≈ = ≈ω×2 .
BPP processes with silent moves are countably-branching, and thus by Theorem 5 ≈ = ≈ℵ1 . In [18] there is an argument attributed to J. Bradfield which
shows that the approximation hierarchy collapses by ≈ω1CK , the first non-recursive
ordinal. But this is to measure in lightyears what should require centimetres; we
proceed here to a more modest bound, based on our ordinal analysis of Dickson’s
Lemma.
We assume an underlying grammar (V, A, Γ ) defining our BPP process, and recall that a state in the associated process is simply a sequence α ∈ V ∗ viewed
as a multiset. With this, we make the important observation about weak bisimulation approximants over BPP: besides being equivalences, they are in fact
congruences.
Lemma 5. For all α, β, γ ∈ V ∗ , if α ≈κ β then αγ ≈κ βγ.
Proof. By a simple induction on κ.



We next observe a result due to Hirshfeld [7].
Lemma 6. If α ≈!κ β and αγ ≈!µ βδ with µ<κ, then αγ ≈!µ αδ and βγ ≈!µ βδ.
Proof. αγ ≈µ αδ since αγ ≈µ βδ ≈κ αδ. On the other hand, if αγ ≈µ+1 αδ then
αγ ≈µ+1 αδ ≈κ βδ. Thus αγ ≈!µ αδ. (βγ ≈!µ βδ can be shown similarly).

BPP processes, being multisets over the finite variable set V , can be represented
as |V |-tuples over N. Given non-equivalent BPP states α and β, omt(α, β) can
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then be viewed as a N2·|V | -labelled tree. In general this tree will not be nondominating, but the above lemma will enable us to produce a non-dominating
N2·|V | -labelled tree from omt(α, β)
Lemma 7. For BPP processes, if α ≈!κ β then there exists a N2·|V | -labelled
non-dominating tree of height κ.
Proof. We apply the following substitution procedure to each successive level
of the weak-transition optimal move tree omt(α, β) (where the level of a node
refers to the distance from the root (α, β) to the node):
for each node u at this level, if u dominates some ancestor node v, that
is, if there exists an ancestor node v = (ϕ, ψ) where u = (ϕγ, ψδ), then
replace the subtree rooted at u with either u0 = omt(ϕγ, ϕδ) (if ϕ <lex ψ)
or u0 = omt(ψγ, ψδ) (if ψ <lex ϕ). (If this u0 itself then dominates an
ancestor node, repeat this action.)
That <lex is a well-founded relation on N|V |×2 means this repetition must halt;
Lemma 6 implies that this is a height-preserving operation; and the well-foundedness of omt(α, β) means that the sequence of levels is finite.

Theorem 6. Over BPP processes, ≈ = ≈ωω
Proof. If α ≈ β then α ≈ωω β is a given. If, on the other hand, α 6≈ β, then
α ≈!κ β for some κ, and by the combination of Lemma 7 and Theorem 1 we must
have that κ ≤ ω 2·|V | . Thus, α 6≈ωω β.
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Abstract. In this paper we present methods to generate a Description
Logic (DL) theory from a given First Order Logic (FOL) theory, such
that each DL axiom is entailed by the given FOL theory. This is obtained by rewriting the given FOL formulas. If this method is applied
to an ontology specification in FOL the resulting DL specification is still
grounded on the same semantics but clearly weaker than the FOL specification. The benefit of specification in DL is that it is decidable, and that
efficient reasoning procedures are also available as implemented in tools
such as Racer, Fact++ or Pellet. Such ontologies in DL could be used for
knowledge representation systems and the semantic web where efficient
and decidable reasoning plays a major role. These weakening strategies
are described with Casl (Common Algebraic Specification Language),
and one of its sublogics Casl-DL, and will be integrated into Hets (Heterogeneous Tool Set).

1

Introduction

Traditionally, Description Logics (DL) [1] or other less expressive formalisms
have been used to describe and reason about knowledge in an efficient way.
This is clearly needed for applications such as the Semantic Web [2] and natural
language processing. However, on the other hand DLs are too weak to formalize
a rich axiomatized foundational ontology such as Dolce (Descriptive Ontology
for Linguistic and Cognitive Engineering) [4, 10]. Therefore Casl [3] (Common
Algebraic Specification Language) and even ModalCasl (an extension of Casl
with multi-modalities) will be used for the formalization of Dolce. That this
offers great potential has been previously presented in [8]. One advantage of
Casl is its tool Hets [11] (Heterogeneous Tool Set). It allows syntax and type
checking of Casl and it is connected to the semi-automatic theorem prover
Isabelle [12] and to the automatic first-order reasoner SPASS [16].
This paper offers a bridge between rich axiomatizations in FOL and tractable
theories in DL. It describes an approximation of FOL theories to DL preserving
the semantics. This idea is also called knowledge compilation as the knowledge
or semantics of a theory should be kept while the tractability is improved [13].
This paper is structured as follows: First we introduce description logics,
Casl and Casl-DL, the languages used for the examples. Then we present the
idea of knowledge compilation in general, and further we present our approach
to approximate FOL with DL. This section is accompanied by an informative
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example illustrating the method. The paper ends with a perspective on future
work.

2

Logical Foundations

In this section we introduce the logical foundations for our approach: First we
briefly present Description Logics, then we describe the formal languages Casl
and Casl-DL.
2.1

Description Logic

Description Logic (DL) has been developed for efficient knowledge representation and reasoning. Its principle is the distinction between so-called TBoxes and
ABoxes. TBoxes provide the terminology of the knowledge base such as hierarchies of concepts and roles, and axioms describing which individuals belong to
a concept based on relations to other individuals. These descriptions are formulas with a restricted flow of variables. Furthermore, some predefined datatypes
like strings and numbers are available to attach data to individuals with datavalued roles. ABoxes, on the other hand, represent facts about the world and
the individuals, by axioms with constants (individuals) [1].
DLs have the benefit that the tractability, decidability, and the complexity of
the reasoning systems has been studied very well now [1]. Another advantage is
the great number of available automatic reasoners, such as Racer [5], FaCT++
[6] or Pellet [15].
2.2

Casl

Casl, the Common Algebraic Specification Language [3], has been designed by
CoFI, the Common Framework Initiative for algebraic specification and development. It has been designed by a large number of experts from different groups,
and serves as a de-facto standard. The design of Casl has been approved by
the IFIP WG 1.3 “Foundations of System Specification”. Originally Casl was
designed for specifying software requirements and design, but this paper goes
further to explore the use of Casl for the specification of ontologies [8, 9].
Casl consists of two major levels, which are quite independent: basic specifications and structured specifications. This paper focuses on the basic specification level where theories are defined in terms of FOL axioms. These axioms are
based on symbols introduced by the user in terms of signatures. A signature is
the declaration of symbols for sorts (types), predicates, total and partial functions. Subsort hierarchies are available and axioms can be formed by the usual
first order logical connectives. Casl offers loose specification and design specification, where loose specification only cover the important requirements, but
leave representation issues underspecified. For design specifications it is possible
to describe representations of datatypes in great detail.
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This approach uses Casl in a limited way; only predicates with one or two
arguments, functions (operations) with one argument and constants are used.
The specification of subsorting is not limited, except that there must be a maximal topsort available that applies to all other sorts in the theory. Datatype
definitions must not contain constructors with arguments; hence only datatypes
consisting of subsort embeddings or constant constructors are allowed. We refer
to this sublanguage of Casl as 2-FOL in the rest of this paper.
2.3

Casl-DL

Casl-DL is a sublanguage of Casl, which is equivalent to the Description Logic
SHOIN (D) [9, 7, 1]. Basically, this is a DL with concepts (unary predicates)
and roles (binary predicates), which allows to specify a hierarchy of concepts
and a hierarchy of roles. For roles only specific axioms are allowed: they can
be specified as functional, inverse functional, transitive or symmetric and they
can be related to other roles as inverse, equivalent or as subrole. Also, the range
and domain of a role can be specified. Concepts can be fully defined by, or just
imply, certain descriptions. Descriptions either allow us to describe the negation,
union and intersection of descriptions, or they are just another concept. Further
descriptions are role restrictions, which allow limited introduction of one new
variable and demand either the existence of a certain number of relations between
members of two descriptions or restrict the second argument of a role to be in
the specified description. The following paragraph gives a detailed list of Casl
constructs allowed in Casl-DL which can be used for the specification of a
SHOIN (D) theory.
The following constructs of Casl are allowed in Casl-DL:
– sorts and subsorts, but limited to those having a common maximal supersort
called Thing, used for classes / concepts;
– free types with only the subsort alternative used to define the disjoint union
of concepts;
– subsort definitions;
– a free or generated type with constant constructors is used to define enumerated concepts where all members are known; a free type implies that all
constants have distinct values;
– predefined datatypes are allowed which have DATA as maximal supersort;
– predicates (roles / properties) with an arity of one or two arguments;
– partial functions (functional roles / properties) restricted to one argument
and total constants (individuals);
– types for predicates and functions are only Thing or subsorts of it as subject
(first or only argument position); the object position (second argument or
result) is either typed with Thing or DATA or a subsort of one of these;
except for constants which are typed with Thing or a subsort of it;
– formulas defining predicates and functions with types Thing × Thing and
Thing → Thing, which are restricted to implication, equivalence, symmetry,
transitivity, functional and inverse functional axioms with the further restriction that functional predicates cannot be transitive; for predicates and
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functions which relate to DATA only equivalence and implication axioms
are allowed; additionally, so-called argument restriction axioms are allowed
which allow the implication of a conjunction of two descriptions (see below)
each restricting the arguments of the role which forms the premise;
– description axioms characterize either named concepts (sorts or unary predicates) or relate two descriptions via implication (partial definition) or equivalence (complete definition);
– descriptions are the logical constants true and f alse, concept membership
axioms, negation, union and intersection of descriptions (¬, ∧, ∨), existential quantification stating the existence of a relation to some object (or data
value) described by a description, a value restriction that all fillers (second
argument of predicate or result of partial function) fall into the given description, has value restriction stating the relation to a particular individual
or data value and cardinality restrictions;
– facts are axioms involving only constants and stating the relation among
them (the ABox).
Further details on the expressiveness of Casl-DL and its relation to OWL DL
and SHOIN (D) can be obtained from [9].

3

Approximating FOL Theories

In [14] a method is described to derive tractable Horn clauses from arbitrary
propositional theories. This method (called knowledge compilation) uses Horn
approximation to obtain a tractable form of the theory for automated reasoning.
It is an approximation because a stronger and a weaker set of Horn clauses is used
in the reasoning process. These Horn clauses are derived from the original set of
propositional clauses. Furthermore, [14] shows a sketch for the approximation of
arbitrary FOL theories into Horn clauses.
3.1

Approximating 2-FOL to DL Formulas

Inspired by this Horn approximation we have developed a DL approximation
of 2-FOL. Our method tries to find a weaker DL theory that is entailed by the
2-FOL theory. In terms of Casl structured specifications this is a view :
view Entailment of DL : ExmplThy FOL to ExmplThy DL that gives
a proof obligation that all axioms in ExmplThy DL are entailed by ExmplThy FOL. The model theoretic semantics of this view is
Mod (ExmplThy FOL) ⊆ Mod (ExmplThy DL). Hence we generate a DL theory that is logically weaker than the original theory and that has a larger set of
models.
The signature of the theory is translated by selecting one maximal topsort
which should subsume all sorts which are concepts and not datatypes in the DL
sense. This sort is then mapped to the sort Thing. All sorts not subsumed by
this topsort have to be mapped to one of the predefined datatypes in Casl-DL
or must be hidden.
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For the generation of the sentences of the approximated theory we distinguish
two cases: (i) generation of axioms for each role (binary predicate) (ii) selection
of formulas by patterns for argument restrictions, implications, equivalence and
inverse axioms of roles and for descriptions of concepts (sorts and unary predicates). These patterns are derived from the allowed constructs in Casl-DL.
Figure 1 shows the schema of the following algorithm. Unlabeled edges transport a whole theory consisting of signature and sentences to the next node and
for the other cases the edges are labeled.

Generating role axioms. First we generate for each binary relation symbol in
the theory transitive, symmetric, functional and inverse functional axioms and
we try to prove all these axioms within the original theory. All proved axioms
are included in the new theory except for those which are conflicting. Here the
user has to decide for each role which of the conflicting axioms should be kept.

Selection of role axioms by patterns. Here only those axioms are considered
which involve binary predicates (roles) as premise or on one side of an equivalence
axiom and are quantified over two variables. For the implications the consequence
should either describe a concept for one or both arguments which yields an
argument restriction or is a role application to the same argument variables
(with the same order) as in the premise or is a conjunction of such constructs.
Equivalences where on both sides occur role applications either state that the
two roles are equivalent or that one role is the inverse of the other one. These
axioms are allowed in Casl-DL, hence they are just kept. Other equivalences
are checked for conjunctions with binary predicates (having the same argument
order) where each conjunct with a role yields a consequence of an implication.
Here are some examples of axioms concerning roles:
∀x,y: s • PP (x,y) ⇔P (x,y) ∧¬P (y,x )

%(Dd1 Proper Part)%

where s is either the maximal topsort or a subsort of it. Here PP (x,y) implies
the conjunction and the conjunction has one conjunct that is allowed in DL. So
the weak semantics that is compiled to DL is this
∀x,y: s • PP (x,y) ⇒P (x,y)

%(Dd1 Proper Part Impl)%

Clearly more than one implication could be derived from such a defining equivalence if more positive conjuncts are available. If P is transitive then PP is
transitive, which can be proved. Further the symmetry of O can be proved directly from
∀x,y: s • O(x,y) ⇔(∃y: s • P (z,x ) ∧P (z,y))

%(Dd2 Overlap)%

And we proved all the above proof obligations automatically with SPASS.
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Fig. 1. Flow of data during the generation of DL sentences
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Selection of concept axioms by patterns. The abstraction of formulas
describing sorts or unary predicates is slightly more difficult than for binary
predicates as there are recursive constructs of descriptions in Casl-DL. We
focus on the cases where a formula is given as implication or equivalence and
respectively the premise or one of the equivalent formulas is a sort membership or
unary predicate application. The formula must have only one outer free variable
used in the left and right hand side of the logical connective. The consequent or
other side of the equivalence must match a so-called role restriction: restrictions
allow the introduction of a new variable only together with relation to the outer
variable, where the outer variable is the first argument and the newly introduced
variable is the second argument of the binary predicate. Here is the schema of
such formulas where x is the outer variable and y the newly introduced one:
φ(x) ≡ ∀y • R(x, y) ⇒ ψ(y) In the case that a predicate application fails to
fall into this pattern, the inverse predicate is tried and introduced into the new
theory. Thus the axiom can be rewritten with the inverse predicate (formula
%(Ad18 rw)% below in Section 3.3 is an example).
So, as our DL theory is weaker than the original theory, a view between the
DL theory and the original theory plus inverse predicate definitions (introduced
by the compilation) holds:
spec ExmplThy FOL+ =
ExmplThy FOL
then %def
<inverse-predicate-definitions>

view Theory in DL to FOL :
ExmplThy DL to ExmplThy FOL+
This method abstracts via approximation some 2-FOL theory into a semantically weaker but tractable DL theory such that for the model classes
Mod (FOL Theory+ ) ⊆ Mod (DL Theory) holds. Such a view and its symbol mapping is constructed as the last step of the approximation and must be
proved either with SPASS or Isabelle.
3.2

Is the resulting theory maximally strong?

One important question is not addressed in the above algorithm: Is the resulting
DL-theory maximally strong with respect to the original theory? A weaker theory
is maximally strong with respect to the original theory iff it is not possible to
find a theory that is stronger than the already calculated theory and at the same
time weaker as the FOL theory, or if the original FOL-theory is already a valid
DL theory, than this is the maximally strong theory itself. A maximally strong
theory is also called a minimal upper bound with respect to the original theory
[14].
This paper will not give a complete answer to this question, but for roles
(binary predicates) all possible formulas which can be generated with the given
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signature and are allowed (together) within a DL theory, are kept if they can
be proven. So, here it is not possible to add further axioms without leaving
the restriction to DL. So, for formulas on roles this approach finds the maximal
theory up to equivalence. Certainly this has to be proved, which will be addressed
in the future. For concept descriptions, only very few formulas are selected by
patterns for inclusion into the DL theory. Here it is an open question, how close
the approach in this paper leads to a maximal theory. But, it is ongoing work
to find further ways to keep more knowledge of the original theory within the
DL theory. While this is investigated, also the question of finding a maximal DL
theory with respect to the original theory will be answered.
3.3

Example: Mereology in FOL and Casl-DL

First a 2-FOL theory of mereology is presented which is the 2-FOL part of
the FOL fragment of Dolce (Descriptive Ontology for Linguistic and Cognitive Engineering) [4, 10] as library MereoFOL. A mereology provides the basic
parthood relations for base concepts (categories) like time interval (T ), space region (S ) and perdurant (PD). We omit all ternary predicates (or two argument
functions) like sum, product and difference which are present in the original
FOL fragment of Dolce. The specification Primitives gives a subset of the
taxonomy with concepts named particular (PT ), physical endurant (PED), spatial location (SL) and temporal location (TL) and all subconcepts (subsorts) of
PT are pairwise disjoint which is specified by the free type. T Nowadays, the
term RCC5 (Region Connection Calculus with 5 basic relations) is applied to
such a theory of mereology, but the term mereology is much older and more
appropriate.
library MereoFOL version 0.1
%{This library is based on “A fragment of DOLCE for CASL”
by Stefano Borgo, Claudio Masolo
LOA-CNR
March 5, 2004}%

spec Primitives =
sorts PD, PED, S, SL, T, TL
free type PT ::= sorts PD, PED, S, SL, T, TL
end
spec GenParthood [sort s] =
pred P : s × s
∀ x, y, z : s
• P (x, x )
• P (x, y) ∧ P (y, x ) ⇒ x = y
• P (x, y) ∧ P (y, z ) ⇒ P (x, z )
end

%(Ad11)%
%(Ad12)%
%(Ad13)%
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spec GenMereology [sort s] =
GenParthood [sort s]
then preds PP (x, y: s) ⇔ P (x, y) ∧ ¬ P (y, x );
O(x, y: s) ⇔ ∃ z : s • P (z, x ) ∧ P (z, y);
At(x : s) ⇔ ¬ (∃ y: s • PP (y, x ));
∀ x, y: s
• ¬ P (x, y) ⇒ ∃ z : s • P (z, x ) ∧ ¬ O(z, y)
• ∃ z : s • At(z ) ∧ P (z, x )
then %implies
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%(Dd1 Proper Part)%
%(Dd2 Overlap)%
%(Dd3 Atom)%
%(Ad14)%
%(Ad18)%

%% Probable Theorems (1)

∀ x, y, su, su0 , p, p0 , d, d0 : s
• (∀ z 0 : s • At(z 0 ) ⇒ P (z 0 , x ) ⇒ P (z 0 , y)) ⇒ P (x, y)
• At(x ) ⇔ (∀ y 0 : s • P (y 0 , x ) ⇒ x = y 0 )
• (∀ z : s • O(z, x ) ⇔ O(z, y)) ⇒ x = y

%(Td1)%
%(Td2)%
%(Td3)%

end
spec Mereology =
Primitives and GenMereology [sort T ] and
GenMereology [sort S ] and GenMereology [sort PD]
end
Library MereoDL shows the DL theory by applying the rules above to the
library MereoFOL. The inverse predicates of PP and P marked with i are
introduced to rewrite axioms %(Dd3 Atom)% and %(Ad18)%. Rewritten axioms
are marked with rw and axioms for inverse predicates are named either with
the label of the original predicate definition or with the predicate name, and
are marked with inv. Derived implication, symmetry and transitivity axioms
are named like the originating axiom and marked with respectively impl, sym
and trans. For the disambiguation of names they would be just numbered. Note
that generic specifications are just kept in the resulting library of DL theories.
So the structuring and grouping of the original theories is preserved and aids
the readability of the result in this example. The real algorithm will just look at
the theory of the specification to be compiled, but maybe it can be extended to
keep the structuring.
library MereoDL version 0.1
%{This library is based on “A fragment of DOLCE for CASL”
by Stefano Borgo, Claudio Masolo
LOA-CNR
March 5, 2004
further it is translated to CASL-DL}%
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spec Primitives DL =
sorts PD, PED, S, SL, T, TL
free type Thing ::= sorts PD, PED, S, SL, T, TL
end
spec GenParthood DL [sort s] =
pred P : s × s
∀ x, y, z : s
• P (x, y) ∧ P (y, z ) ⇒ P (x, z )
end
spec GenMereology DL [sort s] =
GenParthood DL [sort s]
then preds PP : s × s;
PP i (x, y: s) ⇔ PP (y, x );
O(x, y: s) ⇔ O(y, x );
At(x : s) ⇔ ¬ (∃ y: s • PP i (x, y));
P i (x, y: s) ⇔ P (y, x )
∀ x, y, z : s
• ∃ z 0 : s • P i (x, z 0 ) ∧ At(z 0 )
• PP (x, y) ⇒ P (x, y)
• PP (x, y) ∧ PP (y, z ) ⇒ PP (x, z )
end

%(Ad13)%

%(Dd1 Proper Part inv)%
%(Dd2 Overlap sym)%
%(Dd3 Atom rw)%
%(P inv)%
%(Ad18 rw)%
%(Dd1 Proper Part impl)%
%(Dd1 Proper Part trans)%

spec Mereology DL =
Primitives DL and GenMereology DL [sort T ] and
GenMereology DL [sort S ] and GenMereology DL [sort PD]
end
The view from Mereology DL to Mereology that we proved to show the
correctness of the approximation is presented below. For the inverse predicate
definitions again a generic specification InvPP P is used as the original axioms
were defined in a generic specification. The instantiations are also derived from
the instantiations of GenMereology used in Mereology.
from MereoFOL get Mereology
from MereoDL get Mereology DL
spec InvPP P [sort s
preds PP, P : s × s] =
preds PP i (x, y: s) ⇔ PP (y, x );
P i (x, y: s) ⇔ P (y, x )
end
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view Mereology DL to FOL :
Mereology DL to
{Mereology
and InvPP P [sort T
preds PP, P : T × T ]
and InvPP P [sort S
preds PP, P : S × S ]
and InvPP P [sort PD
preds PP, P : PD × PD] } =
sorts Thing 7→ PT, T 7→ T, S 7→ S, PD 7→ PD, TL 7→ TL,
SL 7→ SL, PED 7→ PED
end

4

Conclusion

In this paper, we have presented a method to compile the knowledge of a 2FOL theory into a tractable DL theory. Further we gave a method to derive
proof obligations to ensure that the approximated theory subsumes the FOL
theory. This is done by constructing a view that shows the refinement from the
approximated DL theory to the original theory. Also the derived proof obligations
written down as views could be structured along the original theory such that
the user easily finds the originating specifications. This method of approximation
only generates a weaker theory; so, with this method a formal underpinning for
applied ontologies can be generated that is based on a foundational ontology
and approximates its semantics. Such a foundational ontology can be formalized
in a very expressive language without losing connection to tractable application
ontologies.
Future Work. Further extensions to this approach should be investigated such
as the encoding of n-ary predicates into binary predicates while not scattering the
whole theory with complicated formulas. It should be investigated how to preserve the structuring of the original theory such that the resulting DL theory will
be more readable. One could think of developing also a stronger approximation,
such that the two compiled theories can be used for efficient reasoning analogously to [14]. In addition we can look at the quality of the compiled theories,
i.e. are they maximally weak or minimally strong with respect to the original.
The generation of the DL theory and the proof of the generated view should be
implemented within Hets and SPASS (or Isabelle). Best would be a proof that
the approximated theory can in any case be proved to be a logical consequence
of the original automatically with SPASS. Moreover it is worth studying an application to the entire theory of Dolce and to develop rich domain ontologies
based on this, e.g. for Spatial Cognition. Furthermore, one should have a look
at keeping some concrete domains such as integers which could be expressed in
Casl (with axiomatization) and Casl-DL (only as literals).
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Abstract. We give an algebraic structure for which the models are all
cloven fibrations. We take Cat→ as the base category. The algebraic
structure is presented by using the generalised Lawvere theories which
Nishizawa and Power introduced. Next, we extend it to make the models
cloven fibrations with some fibred structures. There exist Set-enriched
algebraic structures for cloven fibrations with fibred finite colimits, cloven
fibrations with fibred finite limits, cocomplete fibrations, complete fibrations, or fibred CCCs. On the one hand, there exist Cat-enriched algebraic structures for cloven fibrations with fibred finite colimits, cloven
fibrations with fibred finite limits, or cocomplete fibrations. On the other
hand, we expect there exist no Cat-enriched ones for complete fibrations
or fibred CCCs.

1

Introduction

The correspondence between finitary monads on Set and finitary algebraic theories (i.e., collections of basic operations and equations such that the arity of each
basic operation is finite) is one of the deepest relationship in category theory [8].
Given a finitary algebraic theory, a term model of the theory is a free algebra
of the corresponding finitary monad. The correspondence is a framework to give
semantics of various logics or programming languages.
The notion of finitary algebraic theory is formalised as Lawvere theory [1].
The Lawvere theory corresponding to a finitary monad is invariant, up to the simple and obvious notion of isomorphism between them. In the paper [7], Nishizawa
and Power generalise the correspondence between Lawvere theories and finitary
?
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monads on Set in two ways. First, we allow our theories to be enriched in a category V that is locally finitely presentable as a symmetric monoidal closed category. And second, we allow the arities of our theories to be finitely presentable
objects of a locally finitely presentable V -category A. We call the resulting notion a Lawvere A-theory. Lawvere theories are instances of Lawvere A-theory
where V = A = Set.
When V = Set and A = Cato , there exist Lawvere Cato -theories for which
the models are all categories with terminal objects, finite limits, or exponents,
respectively. When V = A = Cat, there exist Lawvere Cat-theories for which
the models are all categories with terminal objects or finite limits, respectively.
Unfortunately, however, the notion of fibration seems not to be monadic over
Cat or any integer power of Cat, as discussed in the paper [8].
In this paper, we solve this problem by putting A = Cat→ or A = Cat→
o .
→
Putting V = Set and A = Cat→
,
we
give
Lawvere
Cat
-theories
for
which
o
o
the models are all cloven fibrations with fibred terminal objects, all cloven fibrations with fibred finite limits, all cloven fibrations with fibred finite colimits, all
cocomplete fibrations, all complete fibrations, and all fibred CCCs, respectively.
Putting V = Cat and A = Cat→ , we give Lawvere Cat→ -theories for which the
models are all cloven fibrations with fibred terminal objects, all cloven fibrations
with fibred finite limits, all cloven fibrations with fibred finite colimits, and all
cocomplete fibrations, respectively.
This paper is organised as follows. In Section 2, we define six properties for
a functor and prove that a functor satisfies them if and only if it is a cloven
fibration. In Section 3, we define a Lawvere Cat→
o -theory for which the models
are all cloven fibrations. In Section 4, we extend it to make the models cloven
fibrations with some fibred structures. In Section 5, we extend some of them to
Cat-enriched ones.

2

Cloven Fibrations

In this section, we define six properties and prove that a functor p : E → B
satisfies them if and only if p is a cloven fibration.
First, we show definitions [4, 3] for cloven fibration. Let E and B be arbitrary
categories and let p : E → B be a functor. We write Id for identity arrows.
Definition 1. An arrow c : τ → ψ in E is a cartesian over u = pc : Γ → ∆
in B if, for every f : ϕ → ψ with pf = u ◦ v in B, there exists a unique arrow
g : ϕ → τ in E such that pg = v and f = c ◦ g.
Definition 2. A functor p : E → B is a fibration if, for all ψ in E and arrows
u : Γ → pψ in B, there exists an object τ in E and a cartesian c : τ → ψ over
u.
Definition 3. If p : E → B is a fibration, a cleavage for p is a particular choice
of cartesian u(ψ) : u∗ ψ → ψ for each ψ, u. A fibration equipped with a particular
cleavage is called a cloven fibration.
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Definition 4. For each object Γ in B, the fibre EΓ over Γ is the following
category.
– object: object ψ in E such that pψ = Γ
– arrow: arrow f in E such that pf = IdΓ
Definition 5. If p : E → B is a cloven fibration, u : Γ → ∆ in B determines a
reindexing functor u∗ : E∆ → EΓ as follows.
– on objects, for ψ in E∆ , u∗ ψ is the domain of the cartesian for ψ and u
given by the cleavage.
– on arrows, for f : ϕ → ψ in E∆ , u∗ f is determined as the unique arrow that
p(u∗ f ) = Id and u(ψ) ◦ u∗ f = f ◦ u(ϕ).
Next, we define six properties F1 through F6 . We also show rule-based presentation of each property. A judgement Γ : base represents that Γ is an object
of B. A judgement u : Γ → ∆ represents that u is an arrow from Γ to ∆ in B. A
judgement Γ ` ψ represents that ψ is an object of E such that pψ = Γ . A judgement u : Γ → ∆ ` f : ψ → ϕ represents that f : ψ → ϕ is an arrow of E such
that pψ = Γ , pϕ = ∆, and pf = u. A judgement u : Γ → ∆ ` f = g : ψ → ϕ
represents that f, g : ψ → ϕ are arrows of E such that pψ = Γ , pϕ = ∆, pf = u,
pg = u, and f = g. We write Γ ` f : ψ → ϕ for Id : Γ → Γ ` f : ψ → ϕ.
A functor p satisfies F1 if for any arrow u : Γ → ∆ in B and object ψ in E
such that pψ = ∆, there exists an object u∗ ψ in E such that p(u∗ ψ) = Γ .
u: Γ → ∆ ∆ ` ψ
F1
Γ ` u∗ ψ
A functor p satisfies F2 if for any arrow u : Γ → ∆ in B and object ψ in E such
that pψ = ∆, there exists an arrow u(ψ) : u∗ ψ → ψ in E such that p(u(ψ)) = u.
u: Γ → ∆ ∆ ` ψ
F2
u : Γ → ∆ ` u(ψ) : u∗ ψ → ψ
A functor p satisfies F3 if for any arrow v : Λ → Γ , u : Γ → ∆ in B and
arrow f : ϕ → ψ in E such that pf = u◦v, there exists an arrow uv [f ] : ϕ → u∗ ψ
in E such that p(uv [f ]) = v.
v : Λ → Γ u: Γ → ∆ u ◦ v : Λ → ∆ ` f : ϕ → ψ
F3
v : Λ → Γ ` uv [f ] : ϕ → u∗ ψ
A functor p satisfies F4 if for any arrow u : Γ → ∆ in B and object ψ in E
such that pψ = ∆, the arrow uId [u(ψ)] : u∗ ψ → u∗ ψ is equal to the identity on
u∗ ψ.
u: Γ → ∆ ∆ ` ψ
F4
Id : Γ → Γ ` Id = uId [u(ψ)] : u∗ ψ → u∗ ψ
A functor p satisfies F5 if for any arrow v : Λ → Γ , u : Γ → ∆ in B and
arrow f in E such that pf = u ◦ v, the arrow u(ψ) ◦ uv [f ] is equal to the arrow
f.
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v : Λ → Γ u: Γ → ∆ u ◦ v : Λ → ∆ ` f : ϕ → ψ
F5
u ◦ v : Λ → ∆ ` f = u(ψ) ◦ uv [f ] : ϕ → ψ
A functor p satisfies F6 if for any arrow w : Ξ → Λ, v : Λ → Γ , u : Γ → ∆
in B and arrow g : σ → ϕ and f : ϕ → ψ in E such that pg = w and pf = u ◦ v,
the arrow uv [f ] ◦ g is equal to the arrow uv◦w [f ◦ g].
v : Λ → Γ u: Γ → ∆ u ◦ v : Λ → ∆ ` f : ϕ → ψ w: Ξ → Λ ` g : σ → ϕ
F6
v ◦ w : Ξ → Γ ` uv◦w [f ◦ g] = uv [f ] ◦ g : σ → u∗ ψ
Theorem 1. A functor p : E → B satisfies properties F1 through F6 if and only
if p is a cloven fibration.
Proof (sketch). Here, we prove only that if a functor p satisfies the properties
F1 through F6 then u(ψ) is a cartesian over u. By F3 and F5 , for any arrow
v : Λ → Γ , u : Γ → ∆ in B and arrow f : ϕ → ψ in E such that pf = u◦v, there
exists an arrow uv [f ] : ϕ → u∗ ψ in E such that p(uv [f ]) = v and f = u(ψ)◦uv [f ].
Let g : ϕ → u∗ ψ satisfy pg = v and f = u(ψ) ◦ g. By F6 , uId [u(ψ)] ◦ g is equal
to uv [u(ψ) ◦ g]. By f = u(ψ) ◦ g and F4 , g is equal to uv [f ]. Therefore, uv [f ] is
a unique arrow such that p(uv [f ]) = v and f = u(ψ) ◦ uv [f ].
t
u

3

Lawvere Cat→
o -Theories for Cloven Fibrations

In this section, we define an algebraic structure for which the models are all
cloven fibrations. In the paper [7], Nishizawa and Power introduce a generalised
notion of Lawvere theory, Lawvere A-theory. We use it as a presentation of
algebraic structures. First, we show the definitions of Lawvere A-theories and
models. Next, we define a Lawvere A-theory corresponding to the six properties
for cloven fibrations. An arbitrary model of the Lawvere A-theory is a cloven
fibration and an arbitrary cloven fibration is a model of the Lawvere A-theory.
The notion of Lawvere A-theory generalises that of classical Lawvere theory [1] in two points. First, we can enrich our theories in a category V that is
locally finitely presentable as a symmetric monoidal closed category. Second, we
can give arities of our theories by finitely presentable objects of a locally finitely
presentable V -category A. The classical Lawvere theories are the instances where
V = A = Set.
We write Af for a skeleton of the full sub-V -category of A given by the
finitely presentable objects of A, and we let ι : Af → A denote the inclusion V functor. Following the canonical reference for enriched categories [5], we denote
the composite V -functor
Y

[ιop ,V ]

A −→ [Aop , V ] −−−−→ [Aop
f ,V ]
by ι̃, where Y is an enriched version of the Yoneda embedding.
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Definition 6 (Lawvere A-theory). A Lawvere A-theory is a small V -category
L together with an identity-on-objects strict finite V -limit preserving V -functor
J : Aop
f → L.
The objects of L are exactly the objects of Aop
f ; they are to be understood as
generalised arities. The arrows of L are operations. (In the classical case, an
arity is a finite set n = 0, 1, · · · , n − 1, and f : m → n is an operation taking m
arguments and returning n results.)
For later use, we define some categories.
–
–
–
–

0 is the empty category (no objects, no arrows).
1 is the category with one object and one (identity) arrow.
→ is the category with two objects and just one arrow not the identity.
→ · → is the category freely generated from the following graph.
·

pre

- ·

post

- ·

– → · → · → is the category freely generated from the following graph.
·

first

- ·

second

- ·

third

- ·

Let Cat→
o be the functor category from → to Cat. We can prove that it is
a locally finitely presentable category.
For later use, we define some finitely presentable objects in Cat→
o .
– !1 is the unique functor from 0 to 1.
– !→ is the unique functor from 0 to →.
– Id1 , Id→ , and Id→·→ are the identity functors on 1, →, and → · →, respectively.
– cod is a functor from the category 1 to the category →, which sends the
unique object of 1 to the codomain of the non-identity arrow in →.
– comp is a functor from the category → to the category → · →, which sends
the non-identity arrow of → to post ◦ pre.
– ext is a functor from the category → · → to the category → · → · →, which
sends pre to first and sends post to third ◦ second.
Definition 7 (Model of Lawvere A-theory). For a Lawvere A-theory L with
J : Aop
f → L, a model is an object of Mod(L) given by the following pullback in
the category V -Cat of locally small V -categories.
Mod(L)

?
A

- [L, V ]
[J, V ]
?
- [Aop , V ]
f
ι̃

60

Koki Nishizawa

So, a model of Lawvere A-theory (L, J) is a pair of an object a ∈ A and a
V -functor S : L → V such that A(ι−, a) = S ◦ J : Aop
f →V.
Our goal is to define a Lawvere Cat→
-theory
for which models are all
o
cloven fibrations. First, let L be the freely generated Lawvere Cat→
o -theory from
op
(Cat→
)
by
adding
the
new
arrows
called
as
follows.
o f
F1 : cod → Id1
F2 : cod → Id→
F3 : comp → Id→

F4 : cod → Id→
F5 : comp → Id→·→
F6 : ext → Id→·→

Let (p, S) be a model of L. By the definition of models, p is an object
p : E → B of Cat→
o and S is a functor S : L → Set. The functor S sends
→
the arrow F1 to a function SF1 : Cat→
o (cod, p) → Cato (Id1 , p). The function
→
SF1 sends an element of Cato (cod, p) to an element of Cat→
o (Id1 , p). An element of Cat→
(cod,
p)
corresponds
to
a
pair
of
an
arrow
u
:
Γ
→ ∆ in B and an
o
object ψ in E such that pψ = ∆. An element of Cat→
(Id
,
p)
corresponds to a
1
o
pair of an object Ξ in B and an object ϕ in E such that pϕ = Ξ. Therefore, SF1
represents that for any arrow u : Γ → ∆ in B and an object ψ in E such that
pψ = ∆, there exist an object Ξ in B and an object ϕ in E such that pϕ = Ξ.
u: Γ → ∆ ∆ ` ψ
F1
Ξ`ϕ
However, a model (p, S) is not always a cloven fibration. Remember that
p : E → B satisfies the first property F1 if for any arrow u : Γ → ∆ in B and
object ψ in E such that pψ = ∆, there exists an object u∗ ψ in E such that
p(u∗ ψ) = Γ . When SF1 sends (u : Γ → ∆, ψ) to (Ξ, ϕ), however, Ξ is not
always equal to Γ .
u: Γ → ∆ ∆ ` ψ
F1
Γ ` u∗ ψ
Therefore, we give certain equations among arrows of the Lawvere Cat→
o theory L. In the paper [6], we show all of them. Here, however, we present only
one equation for the above problem for space reasons. Arrows of L consist of the
op
above new arrows F1 through F6 and arrows of (Cat→
o )f . Equations among
arrows of L are preserved by S of all model (p, S). Therefore, they represent
conditions of functions SF1 through SF6 .
The above problem for F1 and F1 is solved by the equation G2 ◦ F1 = G1 .
op
Here, G2 and G1 are the following arrows in (Cat→
o )f . There exists G1 : cod →
!1 such that for any arrow u : Γ → ∆ in B and object ψ in E such that pψ = ∆,
the function SG1 returns Γ .
u: Γ → ∆ ∆ ` ψ
G1
Γ : base
There exists G2 : Id1 →!1 such that for any object ∆ in B and object ψ in
E such that pψ = ∆, the function SG2 returns ∆.
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∆`ψ
G2
∆ : base
Theorem 2. There exists a Lawvere Cat→
o -theory Fb for which the models are
all cloven fibrations.

4

Lawvere Cat→
o -Theories for Fibred Structures

In this section, we extend the Lawvere Cat→
o -theory Fb to make the models
cloven fibrations with some fibred structures [4]. For space reasons, we show
only rule-based presentation of each structures.
4.1

Fibred Terminal Object

A fibration p : E → B has fibred terminal objects if each fibre EΓ has terminal
objects and each reindexing functor preserves terminal objects.
In the following rules, the object 1Γ represents a terminal object of a fibre
on Γ . The arrow !ψ represents a canonical arrow from ψ to the terminal object.
The rules T3 and T4 imply uniqueness of the arrow. The arrow !−1
u∗ 1∆ represents
the inverse arrow of !u∗ 1∆ .
Γ `ψ
T2
Γ `!ψ : ψ → 1Γ

Γ : base
T1
Γ ` 1Γ

Γ

Γ : base
T3
Γ ` Id =!1Γ : 1Γ → 1Γ

Γ `f: ψ →ϕ
T4
Γ `!ϕ ◦ f =!ψ : ψ → 1Γ

u: Γ → ∆
T5
: 1Γ → u∗ 1∆

=!−1
u∗ 1∆ ◦!u∗ 1∆

`!−1
u∗ 1∆

Γ ` Id

u: Γ → ∆
T6
: u∗ 1∆ → u∗ 1∆

Theorem 3. There exists a Lawvere Cat→
o -theory Fbt for which the models
are all cloven fibrations that have fibred terminal objects.
4.2

Fibred Finite Limit

A fibration p : E → B has fibred finite limits if each fibre EΓ has finite limits and
each reindexing functor preserves finite limits. The object ψ ×f,g σ and arrows
f ∗ g and g ∗ f represent the following pullback.
τ .....
..h
h, k

if ,

g

h

k
.......
ψ ×f,g σ

-

f ∗g
?
ψ

g∗ f

f

σ

g
?
- ϕ
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The rules P1 through P4 represent that the pullback diagram commutes.
Γ ` f : ψ → ϕ Γ ` g: σ → ϕ
P1
Γ ` ψ ×f,g σ
Γ ` f : ψ → ϕ Γ ` g: σ → ϕ
P3
Γ ` g ∗ f : ψ ×f,g σ → σ

Γ ` f : ψ → ϕ Γ ` g: σ → ϕ
P2
Γ ` f ∗ g : ψ ×f,g σ → ψ
Γ ` f : ψ → ϕ Γ ` g: σ → ϕ
P4
Γ ` f ◦ f ∗ g = g ◦ g ∗ f : ψ ×f,g σ → ϕ

The rules P5 through P7 represent existence of canonical arrow to the pullback. The rules P8 and P9 imply uniqueness of the arrow.
Γ ` f : ψ → ϕ Γ ` g: σ → ϕ Γ ` f ◦ h = g ◦ k: τ → ϕ
P5
Γ ` hh, kif,g : τ → ψ ×f,g σ
Γ ` f : ψ → ϕ Γ ` g: σ → ϕ Γ ` f ◦ h = g ◦ k: τ → ϕ
P6
Γ ` f ∗ g ◦ hh, kif,g = h : τ → ψ
Γ ` f : ψ → ϕ Γ ` g: σ → ϕ Γ ` f ◦ h = g ◦ k: τ → ϕ
P7
Γ ` g ∗ f ◦ hh, kif,g = k : τ → σ
Γ ` f : ψ → ϕ Γ ` g: σ → ϕ
P8
Γ ` Id = hf ∗ g, g ∗ f if,g : ψ ×f,g σ → ψ ×f,g σ
Γ ` f : ψ → ϕ Γ ` g: σ → ϕ Γ ` f ◦ h = g ◦ k: τ → ϕ Γ ` l: ρ → τ
P9
Γ ` hh ◦ l, k ◦ lif,g = hh, kif,g ◦ l : ρ → ψ ×f,g σ
In the rule P10 and P12 , we write u∗ f for uId [f ◦ u(ϕ)] : u∗ ϕ → u∗ ψ. It
represents the arrow part of the reindexing functor u∗ . In the rule P11 and P12 ,
we use the following abbreviation α(u, f, g). It represents canonical isomorphism
for pullbacks preserved by reindexing functors.
α(u, f, g) = hu∗ (f ∗ g), u∗ (g ∗ f )iu∗ f,u∗ g
u: Γ → ∆ ∆ ` f : ψ → ϕ ∆ ` g : σ → ϕ
P10
Γ ` α(u, f, g)−1 : (u∗ ψ) ×u∗ f,u∗ g (u∗ σ) → u∗ (ψ ×f,g σ)
u: Γ → ∆ ∆ ` f : ψ → ϕ ∆ ` g : σ → ϕ
P11
Γ ` Id = α(u, f, g)−1 ◦ α(u, f, g) : u∗ (ψ ×f,g σ) → u∗ (ψ ×f,g σ)
u: Γ → ∆ ∆ ` f : ψ → ϕ ∆ ` g : σ → ϕ
P12
Γ ` Id = α(u, f, g) ◦ α(u, f, g)−1 : (u∗ ψ) ×u∗ f,u∗ g (u∗ σ) → (u∗ ψ) ×u∗ f,u∗ g (u∗ σ)
Theorem 4. There exists a Lawvere Cat→
o -theory Fbfl for which the models
are all cloven fibrations that have fibred finite limits.
4.3

Fibred Finite Colimit

A fibration p : E → B has fibred finite colimits if each fibre EΓ has finite colimits
and each reindexing functor preserves finite colimits.
Theorem 5. There exists a Lawvere Cat→
o -theory Fbfc for which the models
are all cloven fibrations that have fibred finite colimits.
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Cocomplete Fibration

Let B be a category with pullbacks. A cloven fibration p : E → B is cocomplete [4] if
1. p has fibred finite colimits;
2. given any map u : Γ → ∆ in B, the induced reindexing functor u∗ has a left
adjoint Σu : EΓ → E∆ ;
3. the Beck-Chevalley condition holds: given any pullback square
y Γ

Λ
w
?
Ξ

x

u
?
- ∆

in B, the canonical natural transformation Σw y ∗ ⇒ x∗ Σu : EΓ → EΞ is an
isomorphism.
The rules L1 and L2 represent the object part and the arrow part of the left
adjoint Σu of u∗ , respectively. The rules L1 through L4 represent that Σu is a
functor.
u: Γ → ∆ Γ ` ψ
L1
∆ ` Σu (ψ)

u: Γ → ∆ Γ ` f : ψ → ϕ
L2
∆ ` Σu (f ) : Σu (ψ) → Σu (ϕ)

u: Γ → ∆ Γ ` ψ
L3
∆ ` Id = Σu (Id) : Σu (ψ) → Σu (ψ)
u: Γ → ∆ Γ ` f : ψ → ϕ Γ ` g : ϕ → σ
L4
∆ ` Σu (g ◦ f ) = Σu (g) ◦ Σu (f ) : Σu (ψ) → Σu (σ)
The rule U1 represents the ϕ-component ηu (ϕ) of the unit ηu of the adjunction Σu a u∗ . The rule C1 represents the ϕ-component u (ϕ) of the counit u of
the adjunction. The rules U2 and C2 represent naturality of them. The rules A1
and A2 represent triangle conditions for the adjunction Σu a u∗ .
u: Γ → ∆ Γ ` ϕ
U1
Γ ` ηu (ϕ) : ϕ → u∗ (Σu (ϕ))

u: Γ → ∆ ∆ ` ϕ
C1
∆ ` u (ϕ) : Σu (u∗ (ϕ)) → ϕ

u: Γ → ∆ Γ ` f : ϕ → ψ
U2
Γ ` u∗ (Σu (f )) ◦ ηu (ϕ) = ηu (ψ) ◦ f : ϕ → u∗ (Σu (ψ))
u: Γ → ∆ ∆ ` f : ϕ → ψ
C2
∆ ` f ◦ u (ϕ) = u (ψ) ◦ Σu (u∗ (f )) : Σu (u∗ (ϕ)) → ψ
u: Γ → ∆ Γ ` ϕ
A1
∆ ` Id = u (Σu (ϕ)) ◦ Σu (ηu (ϕ)) : Σu (ϕ) → Σu (ϕ)
u: Γ → ∆ ∆ ` ϕ
A2
Γ ` Id = u∗ (u (ϕ)) ◦ ηu (u∗ (ϕ)) : u∗ (ϕ) → u∗ (ϕ)
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Similarly to fibred finite limits, we can define a Lawvere Cat→
o -theory for
which the models are all cloven fibrations p : E → B that have pullbacks in the
base category B. Therefore, we write the pullback of u and x as follows.
Ξ ×x,u Γ

u∗ x Γ

x∗ u
?
Ξ

x

u
?
- ∆

In the rules B2 and B3 , we use the following abbreviations β(u, x, ψ). It
represents ψ-component of the canonical natural transformation induced by the
pullback of u and x.
δu,x (Σu (ψ)) = (x∗ u)Id [xx∗ u [u(Σu (ψ)) ◦ u∗ x(u∗ (Σu (ψ)))]]
β(u, x, ψ) = x∗ u (x∗ (Σu (ψ))) ◦ Σx∗ u (δu,x (Σu (ψ)) ◦ (u∗ x)(ηu (ψ)))
u: Γ → ∆ x: Ξ → ∆ Γ ` ψ
B1
Ξ ` β(u, x, ψ)−1 : x∗ (Σu (ψ)) → Σx∗ u ((u∗ x)∗ (ψ))
Ξ ` Id =

u: Γ → ∆ x: Ξ → ∆ Γ ` ψ
B2
◦ β(u, x, ψ) : Σx∗ u ((u∗ x)∗ (ψ)) → Σx∗ u ((u∗ x)∗ (ψ))

β(u, x, ψ)−1

u: Γ → ∆ x: Ξ → ∆ Γ ` ψ
B3
Ξ ` Id = β(u, x, ψ) ◦ β(u, x, ψ)−1 : x∗ (Σu (ψ)) → x∗ (Σu (ψ))
Theorem 6. There exists a Lawvere Cat→
o -theory Fbco for which the models
are all cocomplete fibrations.
4.5

Complete Fibration

Let B be a category with pullbacks. A fibration p : E → B is complete if
1. p has fibred finite limits;
2. given any map u : Γ → ∆ in B, the induced reindexing functor u∗ has a
right adjoint Πu : EΓ → E∆ ;
3. the Beck-Chevalley condition holds: given any pullback square
Λ

y Γ

w
?
Ξ

x

u
?
- ∆

in B, the canonical natural transformation x∗ Πu ⇒ Πw y ∗ : EΓ → EΞ is an
isomorphism.
Theorem 7. There exists a Lawvere Cat→
o -theory Fbc for which the models
are all complete fibrations.
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Fibred CCC

A fibration p : E → B is a fibred CCC if each fibre EΓ is a cartesian closed
category and each reindexing functor preserves finite products and exponentials.
Since fibred finite products are fibred finite limits, we can define a Lawvere
Cat→
o -theory for which the models are all cloven fibrations that have fibred
finite products. For space reasons, we show only four rules for fibred binary
products. The rules E1 and E2 represent the object part and the arrow part of
the endofunctor (−) × σ on the fibre EΓ for each object σ of EΓ . The rules E3
and E4 represent the isomorphisms for binary products preserved by reindexing
functors.
Γ `ψ Γ `σ
E1
Γ `ψ×σ

Γ `f: ψ →ϕ Γ `σ
E2
Γ ` f × σ: ψ × σ → ϕ × σ

u: Γ → ∆ ∆ ` σ ∆ ` ψ
E3
Γ ` µ(u, ψ, σ) : u∗ (ψ × σ) → u∗ ψ × u∗ σ
u: Γ → ∆ ∆ ` σ ∆ ` ψ
E4
Γ ` µ(u, ψ, σ)−1 : u∗ ψ × u∗ σ → u∗ (ψ × σ)
The rules E5 and E6 represent the object part and the arrow part of the
right adjoint [σ, −] of (−) × σ, respectively. The rules E5 through E8 represent
that [σ, −] is a functor.
Γ `σ Γ `ψ
E5
Γ ` [σ, ψ]

Γ `σ Γ `f: ψ →ϕ
E6
Γ ` [σ, f ] : [σ, ψ] → [σ, ϕ]

Γ `σ Γ `ψ
E7
Γ ` Id = [σ, Id] : [σ, ψ] → [σ, ψ]
Γ ` σ Γ ` f : ψ → ϕ Γ ` g: ϕ → τ
E8
Γ ` [σ, g] ◦ [σ, f ] = [σ, g ◦ f ] : [σ, ψ] → [σ, τ ]
The rule E9 represents the ψ-component ησ (ψ) of the unit ησ of the adjunction (−) × σ a [σ, −]. The rule E10 represents the ψ-component σ (ψ) of
the counit σ of the adjunction. The rules E11 and E12 represent naturality of
them. The rules E13 and E14 represent triangle conditions for the adjunction
(−) × σ a [σ, −].
Γ `σ Γ `ψ
E9
Γ ` ησ (ψ) : ψ → [σ, ψ × σ]

Γ `σ Γ `ψ
E10
Γ ` σ (ψ) : [σ, ψ] × σ → ψ

Γ `σ Γ `f: ψ →ϕ
E11
Γ ` ησ (ϕ) ◦ f = [σ, f × σ] ◦ ησ (ψ) : ψ → [σ, ϕ × σ]
Γ `σ Γ `f: ψ →ϕ
E12
Γ ` f ◦ σ (ψ) = σ (ϕ) ◦ ([σ, f ] × σ) : [σ, ψ] × σ → ϕ
Γ `σ Γ `ψ
E13
Γ ` Id = [σ, σ (ψ)] ◦ ησ ([σ, ψ]) : [σ, ψ] → [σ, ψ]
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Γ `σ Γ `ψ
E14
Γ ` Id = σ (ψ × σ) ◦ (ησ (ψ) × σ) : ψ × σ → ψ × σ
In the rule E16 and E17 , we use the following abbreviation ν(u, σ, ψ). It represents canonical isomorphism for exponents preserved by reindexing functors.
ν(u, σ, ψ) = [u∗ σ, u∗ σ (ψ)] ◦ [u∗ σ, µ(u, [σ, ψ], σ)−1 ] ◦ ηu∗ σ (u∗ [σ, ψ])
u: Γ → ∆ ∆ ` σ ∆ ` ψ
E15
Γ ` ν(u, σ, ψ)−1 : [u∗ σ, u∗ ψ] → u∗ [σ, ψ]
u: Γ → ∆ ∆ ` σ ∆ ` ψ
E16
Γ ` Id = ν(u, σ, ψ)−1 ◦ ν(u, σ, ψ) : u∗ [σ, ψ] → u∗ [σ, ψ]
u: Γ → ∆ ∆ ` σ ∆ ` ψ
E17
Γ ` Id = ν(u, σ, ψ) ◦ ν(u, σ, ψ)−1 : [u∗ σ, u∗ ψ] → [u∗ σ, u∗ ψ]
Theorem 8. There exists a Lawvere Cat→
o -theory Fbccc for which the models
are all fibred CCCs.

5

Enrichability of Lawvere Cat→
o -Theories

In this section, we analyse the Lawvere Cat→
o -Theories in the previous section,
in the point of view of enriched category theory [5]. We extend some of them to
Cat-enriched one. The models and morphisms remain the same, but we also have
2-cells. On the one hand, the Lawvere Cat→
o -Theory for cocomplete fibrations
can be Cat-enriched. On the other hand, we expect that some fibred structure
can not be Cat-enriched, for example, complete fibrations and fibred CCCs.
A 2-category (i.e., Cat-category) Cat→ has the same objects and arrows as
Cat→
o . For objects q : D → A, p : E → B, an arrow G : q → p consists of a
functor G0 : D → E and a functor G1 : A → B such that p ◦ G0 = G1 ◦ q. For
arrows G, H : q → p, a 2-cell α : G ⇒ H consists of a natural transformation
α0 : G0 ⇒ H0 and a natural transformation α1 : G1 ⇒ H1 such that pα0 = α1 q.
We can prove that Cat→ is a locally finitely presentable 2-category.

D
q
?
A

G0 ⇓ α0 - E
H0
p
G1 - ?
⇓ α1 - B
H1

For each fibred structures, we extend the Set-enriched Lawvere Cat→
o -theories
to the Cat-enriched Lawvere Cat→ -theories if possible.

Algebraic Structures for Cocomplete Fibrations and Fibred CCCs

67

Theorem 9 (Cloven Fibration). Let Fb2 be the Lawvere Cat→ -theory freely
generated from (Cat→ )op
f by adding the same new arrows and equations as Fb.
There exists a bijection between the class of all models for Fb2 and the class of
all models for Fb.
Proof (sketch). Let ob : Cat → Set be the functor that sends a category to the
set of the objects. If (p, T ) is a model of Fb2, then (p, ob ◦ T ) is a model of Fb.
Conversely, we prove that for any model (p, S) of Fb, there exists a unique
model (p, T ) of Fb2 such that ob ◦ T = S. Here we show that T F1 is uniquely
determined by a model of Fb. Take an arrow in the category Cat→ (cod, p) as
follows.
Γ

u ∆

ψ

γ
?
Γ0

δ = pπ
u0 - ?
∆0

π
?
ψ0

The object part of the functor T F1 is determined by SF1 . We define an arrow
part of the functor T F1 as follows. Then, T F1 becomes a functor and (p, T ) is
a unique model of Fb2 such that ob ◦ T = S.
u∗ ψ
u0γ [π ◦ u(ψ)]
?
(u0 )∗ ψ 0
t
u
Theorem 10 (Fibred Terminal Object). Let Fbt2 be the Lawvere Cat→ theory freely generated from (Cat→ )op
f by adding the same new arrows and equations as Fbt. There exists a bijection between the class of all models for Fbt2
and the class of all models for Fbt.
Proof (sketch). The functor for T1 is uniquely determined so as to send an arrow
γ : Γ → Γ 0 to the following arrow.
1Γ

!−1
γ∗ 1

Γ0
γ ∗ 1Γ 0

γ(1Γ 0 )

- 1Γ 0
t
u

Theorem 11 (Fibred Finite Limit). Let Fbfl2 be the Lawvere Cat→ -theory
freely generated from (Cat→ )op
f by adding the same new arrows and equations
as Fbfl. There exists a bijection between the class of all models for Fbfl2 and
the class of all models for Fbfl.
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Proof (sketch). The functor for P1 is uniquely determined so as to send arrows
f

ψ

r
f0 - ?
ϕ0

q
?
ψ0

g

σ

- ϕ

Γ

- ϕ

r
g0 - ?
ϕ0

s
?
σ0

γ = pq = pr = ps
?
Γ0

to the following arrow (put ι = hγId [q ◦ f ∗ g], γId [s ◦ g ∗ f ]iγ ∗ f 0 ,γ ∗ g0 ).
ψ×f,g σ

ι

- (γ ∗ ψ 0 )×γ ∗ f 0 ,γ ∗ g0 (γ ∗ σ 0 )

α(γ,ψ 0 ,σ 0 )−1

- γ ∗ (ψ 0 ×f 0 ,g0 σ 0 )

γ(ψ 0 ×f 0 ,g0 σ 0 )

- ψ 0 ×f 0 ,g0 σ 0
t
u

Theorem 12 (Fibred Finite Colimit). Let Fbfc2 be the Lawvere Cat→ theory freely generated from (Cat→ )op
f by adding the same new arrows and equations as Fbfc. There exists a bijection between the class of all models for Fbfc2
and the class of all models for Fbfc.
Theorem 13 (Cocomplete Fibration). Let Fbco2 be the Lawvere Cat→ theory freely generated from (Cat→ )op
f by adding the same new arrows and equations as Fbco. There exists a bijection between the class of all models for Fbco2
and the class of all models for Fbco.
Proof (sketch). The functor for L1 is uniquely determined so as to send arrows
Γ

u ∆

ψ

γ = pπ
δ
?
?
0
u
- ∆0
Γ0

π
?
ψ0

to the arrow determined by the following correspondence.
- Σu0 (ψ 0 )
- δ ∗ Σu0 (ψ 0 )

Σu (ψ)
Σu (ψ)

over
- u∗ δ ∗ Σu0 (ψ 0 ) over
- γ ∗ (u0 )∗ Σu0 (ψ 0 )over

ψ
ψ
ψ

over

π

- ψ0

- (u0 )∗ Σu0 (ψ 0 ) over
ηu0 (ψ 0 )

δ
Id∆
IdΓ
IdΓ
γ
t
u

Next, we try to extend Fbccc to Cat-enriched one. We must define a functor
for E5 that sends arrows
Γ

σ

ψ

γ = ps = pπ
?
Γ0

s
?
σ0

π
?
ψ0
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to an arrow from [σ, ψ] to [σ 0 , ψ 0 ]. Since the algebraic structure for CCC on
Cat can not be Cat-enriched[2], however, we expect there are no such functors. Therefore, we expect there are no Cat-enriched Lawvere Cat→ -theories
for which the models are all fibred CCCs. Similarly, we expect there are no
Cat-enriched Lawvere Cat→ -theories for which the models are all complete fibrations.
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ITP/ASIP: A Verification Tool Based on
Algebraic Semantics?
Juan Santa-Cruz
juansc@sip.ucm.es
Universidad Complutense de Madrid

Abstract. The ITP/ASIP tool is an experimental tool for verifying imperative programs based on the algebraic definition of their semantics.
In this paper we explain the equivalence between program correctness
proofs using Hoare’s axiomatic semantics and our algebraic semantics.
This equivalence serves as a logical foundation for the ITP/ASIP tool’s
proof commands.

1

Introduction

Using the algebraic definition of the semantics of imperative programs as a formal
foundation for software verification was thoroughly discussed by J. Goguen and
G. Malcolm in [9]. In this approach the semantics of imperative programs is
defined by specifying a class of abstract machines and giving equational axioms
which specify the effect of programs on such machines.
This approach combines aspects of denotational, axiomatic and operational
semantics. The denotational aspect arises because everything specified has a denotation on an algebra; the axiomatic because those algebras are specified using
equations; and the operational because we can symbolically execute programs
using term rewriting.
The semantics of imperative programs is defined in [9] in a formal, implemented notation: the language OBJ [7]. An OBJ ‘program’ (called a module) is
an equational theory, and every OBJ computation proves some theorem about
such a theory. This means that the OBJ module SEM used in [9] for defining
the semantics of programs already has a precise mathematical meaning. Moreover, standard techniques for mechanizing equational reasoning can be used in
mechanical proofs of properties of programs based on the the axioms in SEM.
OBJ was not originally designed as a theorem prover, but rather as a programming and specification language. Despite this, in [8] some techniques for
proving theorems with OBJ about OBJ modules are stated, justified, and illustrated. However, as is also warned in [8], “some things have to be done by hand
that would be done automatically in a fully developed verification environment.”
For that reason, it is concluded in [8]: “it would be useful to construct a verification interface for OBJ to generate proof scores that use only techniques already
?
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shown correct. For example, a score for an inductive proof could be automatically generated from knowing the constructors, what to prove, and what variable
to do induction over. Such a system would guarantee the validity of any proof
that it constructs, and could also support incremental proof management.”
The techniques introduced in [8] are used in [9] to prove the correctness of
imperative programs in OBJ. The general methodology is as follows: to check a
property φ about a program P , we first formalize φ as a property about SEM and
then we prove in OBJ that φ holds in SEM using the techniques introduced in [8].
However, the examples that illustrate this methodology also show its limitations:
the amount of interaction required to complete a verification proof, and the
expertise demanded to guarantee its validity, clearly hindered its applicability.
The ITP tool [2, 4] is an experimental inductive theorem prover for proving
properties of Maude [3] ‘programs’. Like in OBJ, a Maude (functional) ‘program’
(called a module) is an equational theory, and every Maude computation proves
some theorem about such a theory. In the ITP tool the user introduces commands
which are interpreted as actions that may change the state of the proof, that is,
the set of goals that remain to be proved, with each goal consisting of a property
to be proved and the Maude module about which the property must be proved.
The ITP is indeed a “verification interface” for Maude “to generate proof scores
that use only techniques already shown correct” in such a way that it guarantees
“the validity of any proof that it constructs” and also supports “incremental
proof management.” The ITP/ASIP tool is an extension of the ITP tool that
makes available the ITP “verification interface” to prove properties about a
specific Maude module, named ASIP, which algebraically defines the semantics
of programs in the spirit of the OBJ module SEM. The basic idea is to represent
program correctness goals as a formula in ASIP and then use the ITP tool to
prove whether it holds.
The ITP/ASIP tool can be downloaded from the ITP tool’s home page [2],
and has been used in software verification courses taught at the Universidad
Complutense (Spain) and at the University of Illinois at Urbana-Champaign
(USA).

Organization In Section 2 we provide background material on Hoare logic, membership equational logic, the Maude language, and the ITP tool. In Section 3
we introduce the ASIP module, in which we define the algebraic semantics of
an imperative program. In Sections 4 and 5, we define a representation function
for Hoare triples as formulas over the ASIP module and we prove its correctness
with respect to Hoare logic. In Section 6 we introduce the ITP/ASIP tool and
explain its basic commands. Finally, in Section 7, we conclude and discuss future
work.
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Background

2.1

A basic imperative programming language

In this paper, we consider a basic imperative language, named HPL (Hoare
Programming Language), that has three syntactic domains: integer expressions,
boolean expressions, and commands, which we consider to be our programs.
Program expressions are built from program variables and integers by means
of basic operations like addition; we consider program variables to range only
over the integers. Our grammar for generating program expressions is:
E ::= c | x | (− E) | (E1 − E2 ) | (E1 + E2 ) | (E1 ∗ E2 ),
where c stands for an integer and x for a program variable.
Program instructions like selection or iteration require boolean tests for their
execution. Our grammar for generating boolean expressions is:
B ::= > | ⊥ | (E1 = E2 ) | (E1 < E2 ) | (E1 ≤ E2 ) | (E1 > E2 ) | (E1 ≥ E2 ) |
(¬B) | (B1 ∧ B2 ) | (B1 ∨ B2 ) | (B1 → B2 ) .
Finally, our grammar for generating commands is:
C ::= x := E | C1 ; C2 | if B {C1 } else {C2 } | while B {C} ,
where x := E is the assignment instruction, C1 ; C2 is the composition of programs, if B {C1 } else {C2 } is the selection instruction, and while B {C} is the
while-iteration instruction.
2.2

The Hoare logic: a program verification logic

In [11] C. A. R. Hoare introduces an axiomatic system for imperative program
specification and verification. The basic idea is that a machine state, when executing a piece of code, may be interpreted as a vector of values of the program
variables involved in that execution. Then one can make assertions about the
value of the program variables after the execution of a program, to express the
properties which the program is meant to satisfy. These assertions are called
postconditions. Sometimes postconditions should hold only if some conditions
hold before the execution of the program; these conditions are called preconditions. In order to state verification conditions one usually needs to use a new
kind of variables called specification constants. Specification constants are typically used to refer to the values of program variables, so they work as a sort of
metavariables.
In Hoare Logic the specification of programs are formalized in what is called
Hoare triples. They have the form (|φ|) P (|ψ|), where ψ must hold in the state
resulting from the execution of P in a state that satisfies φ. Hoare logic provides
a set of rules to deduce Hoare triples (see Figure 1).
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Fig. 1. Hoare’s logic axioms
(|φ|) C1 (|η|)
(|η|) C2 (|ψ|)
Composition
(|φ|) C1 ; C2 (|ψ|)
(|ψ[E/x]|) x := E (|ψ|)

Assignment

(|φ ∧ B|) C1 (|ψ|)
(|φ ∧ ¬B|) C2 (|ψ|)
If-statement
(|φ|) if B {C1 } else {C2 } (|ψ|)
(|ψ ∧ B ∧ 0 ≤ E = E0 |) C (|ψ ∧ 0 ≤ E < E0 |)
Total-while
(|ψ ∧ 0 ≤ E|) while B {C} (|ψ ∧ ¬B|)
|=H φ0 → φ

(|φ|) C (|ψ|)
(|φ0 |) C (|ψ 0 |)

|=H ψ → ψ 0

Implication

Hoare rules are not concerned with the nature of the verification condition
except for one rule. The implication rule has as premises the implication of two
verification conditions. These implications must be valid in some structure A
or class of structures K depending mostly on the range of values of program
variables. In [11] Hoare is concerned with variables that range over integers and
hence he chooses the model of standard quantifier-free first order arithmetic.
Some authors point out that alternative verification condition logics like existential fixed-point logic have some additional advantages [10].
Since we consider variables in HPL to range over the domain of the integers
we choose also standard quantifier-free first order arithmetic as our model for the
verification conditions. In particular, we consider the following language HVL]
(Hoare Verification Logic) for expressing verification conditions.
– Integer expressions E are built with the following constructors:
E ::= c | x | u | (− E) | (E1 − E2 ) | (E1 + E2 ) | (E1 ∗ E2 )
where c stands for an integer, x for a program variable, and u for an specification constant.
– Formulas over integer expressions are built with the following constructors:
φ ::= > | ⊥ | (E1 < E2 ) | (¬φ) | (φ1 ∧ φ2 ) | (φ1 ∨ φ2 ) | (φ1 → φ2 ) .
In what follows, we will use the following sets:
1. var (φ) , {x | x is a program variable in φ}.
2. spec(φ) , {u | u is a specification constant in φ}.
3. HVL] (u, x) , {φ ∈ HVL] | var (φ) ⊆ x and spec(φ) ⊆ u}.
2.3

Membership equational logic (MEL)

Membership equational logic (mel) is an expressive version of equational logic.
A full account of its syntax and semantics can be found in [1].
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A signature in mel is a triple Ω = (K, Σ, S), with K a set of kinds, Σ =
{Σk1 ...kn ,k }(k1 ...kn ,k)∈K ∗ ×K a many-kinded signature, and S = {Sk }k∈K a pairwise disjoint K-kinded family of sets of sorts. The basic intuition is that correct
or well-behaved terms are those that can be proven to have a sort, whereas error or undefined terms are terms that have a kind but do not have a sort. For
example, assuming addition (+) and integer division (/) operators with the appropriate declarations, 3 + 4 is a term of sort Int, but 7/0 is a term of the kind of
the sort Int with no sort. We write TΣ,k and TΣ,k (x) to denote respectively the
set of ground Σ-terms with kind k and of Σ-terms with kind k over variables in
x, where x = {x1 : k1 , . . . , xn : kn } is a set of K-kinded variables. Sometimes
we use the notation t(x) to make explicit the set of variables that appear in the
term t.
The atomic formulas of mel are either equations t = t0 , where t and t0 are
terms of the same kind, or membership assertions of the form t : s, where the term
t has kind k and s ∈ Sk . Sentences are Horn clauses on these atomic formulas,
i.e., sentences of the form
∀{x} A1 ∧ . . . ∧ An ⇒ A0 ,
where each Ai is either an equation or a membership assertion and x is a set of
K-kinded variables.
A theory in mel is a pair (Ω, E), where E is a finite set of sentences in mel
over the signature Ω. We write (Ω, E) ` φ, or just E ` φ if Ω is clear from the
context, to denote that (Ω, E) entails the sentence φ using the deduction rules
of mel.
An Ω-algebra A, with Ω = (K, Σ, S), consists of a set Ak for each k ∈ K,
a function Af : Ak1 × . . . × Akn −→ Ak for each operator f ∈ Σk1 ...kn ,k , and a
subset As ⊆ Ak for each sort s ∈ Sk . An algebra A and a valuation σ, assigning
to each variable x : k in x a value in Ak , satisfy an equation ∀{x} t = t0 if and
only if σ(t) = σ(t0 ), where we use the same notation σ for the valuation and its
homomorphic extension to terms. We write A, σ |= ∀{x} t = t0 to denote such a
satisfaction. Similarly, A, σ |= ∀{x} t : s holds if and only if σ(t) ∈ As . We write
A |= φ when the formula φ is satisfied for all valuations σ, and then say that
A is a model of φ. As usual, we write (Ω, E) |= φ when all the models of the
set E of sentences are also models of φ. The rules of the mel calculus are sound
and complete [1], that is, we have the equivalence (Ω, E) ` φ ⇐⇒ (Ω, E) |= φ.
Also, it is straightforward to extend the satisfaction relation |= so that it applies
to arbitrary first-order formulas.
A theory (Ω, E) in mel, with Ω = (K, Σ, S), has an initial model [1], denoted
by TΩ/E , whose elements are equivalence classes [t]E of ground terms. In the
initial model, sorts are interpreted as the smallest sets satisfying the axioms
in the theory, and equality is interpreted as the smallest congruence satisfying
those axioms.
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The Maude system & the ITP tool

Maude [3] is a high-level language and a high-performance system supporting
executable specification and declarative programming in rewriting logic [12].
Since rewriting logic contains equational logic, Maude also supports membership
equational specification and programming.
In Maude the basic units of specification and programming are called modules. There are two kinds of modules: functional modules and system modules:
– From a programming point of view, a functional module is an equational
style functional program with user-definable syntax in which a number of
kinds, their associated sorts, their elements, and (possibly partial) functions
on those kinds are defined.
– From a specification viewpoint, a functional module is a membership equational theory with initial algebra semantics.
The ITP [2, 4] tool is an experimental interactive tool for proving properties of
Maude (functional) modules, The ITP tool has been written entirely in Maude,
and is in fact an executable specification of the formal inference system that it
implements.

3

The Module ASIP

The ASIP module is a membership equational theory with an associated initial
algebra that algebraically defines the semantics of the imperative language HPL.
In the following section we will gradually introduce how the different syntactic
domains of HPL are represented in the ASIP module.
3.1

Stores, variables, values, and assignments

The single feature that characterizes imperative programming languages, namely,
the assignment of values to variables, is formulated in the algebraic semantics
approach using the concept of a store: an abstract entity which associates integer
values with the variables of the programming language. A store is defined as a
set of assignments of values to program variables and assignments modify stores
by updating or associating new values to program variables.
To represent stores in ASIP we introduce a kind Store?, with an associated
sort Store representing well-formed stores. We also introduce a kind Pgm? to
represent programs, with an associated sort Pgm representing well-formed programs.
spec ASIP is
kind Store? = [Store] .
kind Pgm? = [Pgm] .
op initial : -> Store? .
op _;_ : Store? Pgm? -> Store? .
mb initial : Store .
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The store initial represents the initial state of our abstract computing
machine. The operator ; is used to represent the execution of a program over
a store.
To represent program expressions in ASIP we introduce a kind Exp?, with
associated sorts PVar, Int, and Exp representing, respectively, program variables,
integers and well-formed program expressions.
kind Exp? = [PVar, Int, Exp] .
--- program variables
op v : Char? -> Exp? .
cmb v(CH): PVar if CH : Char .
cmb X : Exp if X : PVar .
cmb I : Exp if I : Int .
--- program expressions
vars E E1 E2 : Exp? .
op _+’_ : Exp? Exp? -> Exp? [prec
op _*’_ : Exp? Exp? -> Exp? [prec
op _-’_ : Exp? Exp? -> Exp? [prec
op -’_ : Exp? -> Exp? [prec 5] .
cmb E1 +’ E2 : Exp if E1 : Exp /\
cmb E1 *’ E2 : Exp if E1 : Exp /\
cmb E1 -’ E2 : Exp if E1 : Exp /\
cmb -’ E : Exp if E : Exp .

10] .
8] .
10] .
E2 : Exp .
E2 : Exp .
E2 : Exp .

To represent program assignments we use the operator := .
op _:=_ : Exp? Exp? -> Pgm? [prec 20] .
cmb (X := E): Pgm if X : PVar /\ E : Exp .
cmb (S ; X := E): Store if X : PVar /\ E : Exp /\ S : Store .

The first conditional membership axiom specifies that well-formed assignments are those built with := from a program variable and a well-formed
program expression. The second conditional membership axiom specifies that
well-formed stores are built with ; from well-formed stores and well-formed
assignments.
To specify the semantics of the assignment, we define a function valExp that
returns the value of an expression over a given store; its specification makes clear
how assignments modify the values that stores associate with variables, namely
by updating or associating new values to program variables. We omit some of
the equations for the sake of space limitations.
op valExp : Store? Exp? -> Exp? .
eq valExp(initial, X) = 0 .
ceq valExp((S ; X := E), Y) = valExp(S, E) if equal(X, Y) = true .
ceq valExp((S ; X := E), Y) = valExp(S, Y) if equal(X, Y) = false .
ceq valExp(S, I) = I if I : Int .
eq valExp(S, (E1 +’ E2)) = valExp(S, E1) + valExp(S, E2) .
[...]
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Sequential composition

To define the semantics of sequential composition of programs, we declare another ASIP operator ; .
op _;_ : Pgm? Pgm? -> Pgm? [prec 45 assoc] .
cmb P1 ; P2 : Pgm if P1 : Pgm /\ P2 : Pgm .

The conditional membership axiom specifies that well-formed compositional
programs are built with ; from well-formed programs.
Next, we specify how the value of a store is modified by programs that result
from the sequential composition of two programs P1 and P2 : namely, by letting
first P1 modify the store, and then letting P2 modify the resulting store.
eq (S ; (P1 ; P2)) = ((S ; P1) ; P2) .

3.3

Conditional

To represent tests in ASIP we introduce a kind Test?, with an associated sort
Bool and Test, representing boolean values and well-formed tests respectively.
kind Test? = [Bool, Test] .
--- Boolean test
op _=’_ : Exp? Exp? -> Tst? .
op _<’_ : Exp? Exp? -> Tst? .
op not’_ : Tst? -> Tst? .
op _and’_ : Tst? Tst? -> Tst? .
cmb (E1 =’ E2) : Tst if E1 : Exp /\ E2 : Exp .
cmb (E1 <’ E2) : Tst if E1 : Exp /\ E2 : Exp .
cmb not’(T) : Tst if T : Tst .
cmb (T1 and’ T2): Tst if T1 : Tst /\ T2 : Tst
cmb B : Tst if B : Bool .

To represent conditional programs we use the operator if then else endif.
op if_then_else_endif : Tst? Pgm? Pgm? -> Pgm? .
cmb (if T then P1 else P2 endif): Pgm
if T : Tst /\ P1 : Pgm /\ P2 : Pgm .

To define the semantics of conditional programs, we define first a function
valTst that specifies the value of a test for a given store.
op
eq
eq
eq

valTst : Store? Tst? -> Bool? .
valTst(S, true) = true .
valTst(S, false) = false .
valTst(S, (E1 <’ E2))
= valExp(S, E1) < valExp(S, E2) .
ceq valTst(S, (not’ T)) = true
if valTst(S, T) = false .
ceq valTst(S, (not’ T)) = false
if valTst(S, T) = true .
[...]
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Next, we define how the value of a store is modified by conditional programs.
ceq (S ; if T then P1 else P2 endif)
= S ; P1 if valTst(S, T) = true .
ceq (S ; if T then P1 else P2 endif)
= S ; P2 if valTst(S, T) = false .

3.4

Iteration

To represent iterative programs we use the operator while do enddo.
op while_do_enddo : Tst? Pgm? -> Pgm? .
cmb while T do P enddo : Pgm
if T : Tst /\ P : Pgm .

The semantics of while-loop programs is given by two conditional equations
that specify that a while-loop program iterates its body as long as its guard
remains true.
ceq (S
if
ceq (S
if

4

; while T
valTst(S,
; while T
valTst(S,

do
T)
do
T)

P
=
P
=

enddo) = (S ; P ; while T do P enddo)
true .
enddo) = S
false .

The Representation Function

To represent Hoare triples as formulas over the signature of ASIP, we use the
following function ( ):
(|φ|) P (|ψ|)

,

∀{s} ∀{u} (s : Store ∧ (

^


u : Int) →

(s)

φ

→ψ

(s ; P )

!

u∈u
(s)

(s)

where u is the set of specification constants, φ and ψ are the representations of the pre and postcondition, respectively, and P is the representation of
program P over the signature of ASIP. These auxiliary representation functions
will be gradually introduced below, along with their main properties.
In what follows, for any integer i we denote by i the term of sort Int that
represents i in the Maude predefined module INT. Also for any character x, we
denote by x the term of sort Char that represents x in the Maude predefined
(s)
module STRING. We will use |=H φ to state that φ holds in HVL] , we use |'A φ
(s)

to state that φ

holds in the initial model of ASIP.

80

4.1

Juan Santa-Cruz

Representing expressions, tests, and programs

Program integer expressions are represented as terms of sort Exp as follows:
x
c
−E1
E 1 + E2
E 1 − E2
E 1 × E2

, v(x), for x a program variable
, c, for c an integer
, -’ E1
, E1 +’ E2
, E1 -’ E2
, E1 *’ E2

Program tests are represented in ASIP as terms of sort Tst as follows:
>
⊥
E1 = E2
E1 < E2
¬B
B1 ∧ B2

, true
, false
, E1 =’ E2
, E1 <’ E2
, not’ B
, E1 and’ E2

Finally, programs are represented as terms of sort Pgm as follows:
x := E
C1 ; C2
if B {C1 } else {C2 }
while B {C}

, x := E
, C1 ; C2
, if B then C1 else C2 endif
, while B do C enddo

The following lemma states that the execution in of terminating programs
over stores ASIP results in well-formed stores.
Lemma 1. Let P be a terminating program in HPL, and let s be a term of sort
Store. Then,
|'A (s ; P ) : Store .
Proof. By structural induction on programs P .
4.2

Representing Hoare integer expressions

Hoare integer expressions (with respect to a given store) can be represented in
ASIP as terms of sort Exp as follows:
E

(s)

, valExp(s, E )
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Representing Hoare formulas

Hoare formulas (with respect to a given store) can be represented as formulas
over the signature of ASIP as follows:
(s)

>
E1 = E2
E1 < E2

(s)
(s)
(s)

¬φ
φ∧ψ
φ→ψ

(s)
(s)

,>
, E1
, E1

(s)
(s)

= E2

(s)

< E2

(s)

= true

(s)

, ¬φ

(s)

,φ

(s)

,φ

∧ψ

(s)

→ψ

(s)

The following lemma states that the representation function is correct for
Hoare formulas.
Lemma 2. Let ψ be a formula in HVL] (∅, x). Then,


(s)
|=H ψ ⇐⇒ |'A ∀{s} s : Store → ψ
,
Proof. By structural induction over the formulas ψ

5

The Correctness Theorem

The correctness theorem follows from Lemmas 4 and 5 below. A full version of
the proof can be found in [13]. The proof of Lemma 5 uses the following lemma.
Lemma 3. Let φ be a formula in HVL] (∅, x), , let P be a terminating program
in HPL and wp(P, φ) be the weakest precondition of P with respect to φ. Then,



(s)
(s ; P )
|'A ∀{s} s : Store → φ
→ wp(P, φ)
.
Proof. By structural induction on programs P , using Lemma 1.



Lemma 4. Let φ, ψ be formulas in HVL] (∅, x), and let P be a terminating
program in HPL. Then,



(s)
(s ; P )
`H (|φ|) P (|ψ|) =⇒ |'A ∀{s} s : Store → φ → ψ
Proof. By structural induction on the proof of (|φ|) P (|ψ|), using Lemma 2. 
Lemma 5. Let φ, ψ be formulas in HVL] (∅, x), and let P be a terminating
program in HPL. Then,



(s)
(s ; P )
|'A ∀{s} s : Store → φ → ψ
=⇒ `H (|φ|) P (|ψ|)
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Proof. Using Lemmas 2, 3, and 4, and the Implication Hoare rule.



Theorem 1. Let φ, ψ be formulas in HVL] (u, x), and let P be a terminating
program in HPL. Then,
`H (|φ|) P (|ψ|)

⇐⇒

|'A ∀{s} ∀{u} (s : Store ∧ (

^


u : Int) →

(s)

φ

→ψ

(s ; P )

!

u∈u

Proof. An immediate consequence of Lemmas 5 and 4, for each instantiation
of the universally quantified specification constants u.


6

ITP/ASIP Tool

The ITP/ASIP tool is an extension of the ITP tool that makes available the ITP
“verification interface” to prove theorems about the module ASIP. In particular
it extends the ITP interface with commands that ease the task of introducing
the representation of program correctness goals in the ITP. In this section we
introduce the two basic ITP/ASIP commands and explain how Theorem 1 ensures the correctness of their use. Examples of ITP/ASIP verification proofs can
be found in [6, 5].
6.1

The command asip

The ITP/ASIP tool extends the ITP interface with a command asip that eases
the task of introducing correctness goals for non-iterative programs in the ITP
tool.
The command asip takes as arguments the representation of a set of specification constants u, a precondition φ, a program P , and a postcondition ψ. This
command introduces in the ITP tool the representation of the correctness goal
(|φ|) P (|ψ|) as a formula to be proved in the initial model of ASIP. Theorem 1
guarantees that, if the corresponding ITP goal is proved, then P is correct with
respect to the precondition φ and the postcondition ψ.
6.2

The command asip-inv

To prove properties of iterative programs, the ITP/ASIP tool provides the command asip-inv. This command takes as arguments the representation of a set
of specification constants u, a precondition φ, a (terminating) iterative program
C ; while B {P }, a postcondition ψ, and an invariant η. It introduces in the ITP
tool, as formulas to be proved in the initial model of ASIP, the correctness goals
corresponding to the representation of the following proof obligations:
– η holds initially, i.e., (|φ|) C (|η|);
– η and the negation of the guard imply the postcondition, i.e., (η ∧ ¬B) → ψ;
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– η is an invariant of the loop, i.e., (|η ∧ B|) P (|η|).
Theorem 1 guarantees (using Composition, Implication and Partial-while Hoare
rules) that, if the corresponding ITP goals are proved, then the iterative program
C ; while B {P } is correct with respect to the precondition φ and the postcondition ψ.

7

Conclusion and Future Work

We have presented the ITP/ASIP tool, an experimental tool for verifying imperative programs based on the algebraic definition of the semantics of programs,
and we have proved its correctness with respect to a well-known axiomatic semantics for imperative programs.
The ITP/ASIP tool is an extension of the ITP tool that eases the task of
proving properties about a specific Maude module, named ASIP, which algebraically defines the semantics of programs in the spirit of the OBJ module SEM,
proposed for the same purpose by Goguen and Malcolm in their seminal book [9].
Program correctness goals are represented as formulas over the signature of ASIP
and then proved with the help of the ITP tool.
The ITP/ASIP tool inherits from the ITP-TOOL its “verification interface”
for Maude “to generate proof scores that use only techniques already shown
correct,” in such a way that it guarantees “the validity of any proof that it constructs”, and also supports “incremental proof management.” In this regard, the
ITP/ASIP tool overcomes the difficulties that hindered the applicability of the
algebraic semantics approach to software verification in [9]. The ITP/ASIP tool
also benefits from the powerful integration of term rewriting and decision procedures implemented in the ITP tool. In particular, the current implementation of
the ITP tool integrates a decision procedure for an extension of quantifier-free
Presburger arithmetic that permits arbitrary uninterpreted function symbols;
this theory includes many of the formulas that one tends to encounter in program verification.
We plan to extend the ITP/ASIP tool with commands that allow to work
with fragments of code interleaved with formulas, what we may call midconditions, that should hold at the point they are written, as is typically done in
practical software verification. We also plan to endow the ITP/ASIP tool with
a graphical interface that will spare the users from the need to interact with
Maude and to learn the ITP/ASIP syntax, in the line of the graphical interface
already available for the ITP tool.
The latest version of the ITP/ASIP tool is available at http://maude.sip.
ucm.es/itp/asip, along with a collection of examples. Currently, formulas in
the preconditions, postconditions and invariants can contain universal and existential quantifiers, and program variables can be of two types: namely, integers
and arrays of integers. The examples available in the ITP/ASIP’s home page
include verification proofs of programs with nested loops; the proof methodology used in those examples can also be applied for handling procedures. Finally,
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to prove termination of while-loops we can use the same methodology as for
proving their invariants.
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Abstract. A dually nondeterministic refinement algebra with a negation operator is proposed. The algebra facilitates reasoning about totalcorrectness preserving program transformations and nondeterministic
programs. The negation operator is used to express enabledness and
termination operators through a useful explicit definition. As a small application, a property of action systems is proved employing the algebra.

1

Introduction

In his book on automata and computability [14], Dexter Kozen writes that
when studying real-world phenomena, one becomes aware of reoccuring patterns and themes that appear in various guises. These guises may differ substantially on a superficial level but may bear enough resemblance to one another to suggest that there are common underlying principles at work. When
this happens, it makes sense to try to construct an abstract model that captures these underlying principles in the simplest possible way, devoid of the
unimportant details of each particular manifestation. This is the process of
abstraction. Abstraction is the essence of scientific progress, because it focuses
attention on the important principles, unencumbered by irrelevant detail.

Perhaps it would be fair to dwell on whether abstraction is the essence of scientific
progress. However that may be, the thought that there is something in trying
to abstract from each manifestation and finding possible underlying principles
certainly captures the spirit of this paper.
Refinement algebras are abstract algebras for reasoning about program refinement [21, 22, 20, 19]. Axiomatic reasoning can, in a certain sense, provide a
simpler reasoning tool than the classical set and order-theoretic frameworks [1,
5, 17]. Different classes of predicate transformers over a fixed state space form
the motivating models, but should not be seen as exclusive.
The first papers on refinement algebras, in our sense of the term, were von
Wright’s initial paper [21], followed by [22], which builds on the aforementioned.
In these papers von Wright outlines an axiomatisation with the set of isotone
predicate transformers as an intended model. He also proposes the introduction
of angelic choice as a separate operator in the algebra.
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This paper proposes a refinement algebra that extends the original framework
with three operators: the angelic choice (as suggested by von Wright), angelic
iterative choice and a negation operator. Looking at the predicate-transformer
models, the negation operator demands that the set of all predicate transformers
be a model, whereas the iteration operator demands that the predicate transformers be isotone (as a consequence of needing to establish the existence of
fixpoints via the Knaster-Tarski theorem). To solve this conflict, we let the carrier set be the set of all predicate transformers over a fixed state space and
impose isotonicity conditions on elements of axioms involving iteration. Taking
one step further, we also add ways of imposing conjunctivity and disjunctivity
conditions on elements. Thus one could say that the algebra we propose is an
algebra intended for reasoning about isotone predicate transformers, but having
the whole class of predicate transformers as a model.
In the earlier frameworks, assertions were always defined in terms of guards.
In the framework we propose here, guards can also be defined in terms of assertions. The guards and the assertions thus have equal status. Together with
von Wright we have investigated an enabledness and a termination operator in
refinement algebra [20]. The enabledness operator applied to a program denotes
those states from which the program is enabled, that is those states from which
the program will not terminate miraculously. The termination operator, on the
other hand, yields those states from which the program is guaranteed to terminate in some state, that is, the program will not abort. In this paper, these
operators are defined in terms of the other operators as opposed to [20] where
they were introduced with an implicit axiomatisation. Thus, the framework of
this paper subsumes the one of [20].
Action systems comprise a formalism for reasoning about parallel programs [2,
4]. The intuition is that an action system is an iteration of a fixed number of
demonic choices that terminates when none of the conjunctive actions are enabled any longer. In the refinement algebra, an action system can be expressed
using the enabledness operator. An action system can be decomposed so that
the order of execution is clearly expressed; this has been shown by Back and von
Wright using predicate transformer reasoning [6]. In the axiomatisation of [20]
we were able to prove one direction of action system decomposition, but the
other direction seems to be harder. Using the framework we present here, both
directions can be derived quite easily.
The following work can be traced in the history of this paper. Kozen’s axiomatisation of Kleene algebra and his introduction of tests into the algebra has
been a very significant inspiration for us [13, 15]. Von Wright’s non-conservative
extension of Kleene algebra with tests was the first abstract algebra that was
genuinely an algebra for total correctness [21]. It rests upon previous work on
algebraic program reasoning by Back and von Wright [6]. Desharnais, Möller,
and Struth extended Kleene algebra with a domain operator [9], which laid a
ground to the developments in [20]. Angelic nondeterminism takes off in the theory of nondeterministic automata and Floyd’s nondeterministic programs [11].
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In the context of program refinement, Broy and Nelson [16, 8], Back and von
Wright [3], and Gardiner and Morgan [12] are early names.
The paper is set up as follows. First the abstract algebra is proposed and
a program intuition is given. Then a predicate-transformer model for the algebra is provided, which serves as a program-semantical justification. After the
model, basic properties of the algebra are discussed. The third section extends
the algebra by guards and assertions. After this the termination and enabledness operators are introduced. The final section before the concluding remarks
considers action systems under the abstract-algebraic view.
The purpose of this paper is not to provide more grandiose applications nor
to give a complete algebraic treatment; the purpose is to lay down the first
strokes of the brush, the purpose is to get started.

2

A dually nondeterministic refinement algebra with
negation

In this section we propose a dually nondeterministic refinement algebra with
negation, give a predicate transformer model, and have a glance at some basic
properties that should be taken into account.
2.1

Axiomatisation

A dually nondeterministic refinement algebra with negation (dndRAn) is a structure over the signature (u, t, ¬, ; ,ω ,† , ⊥, >, 1) such that (u, t, ¬, ⊥, >) is a
Boolean algebra, (; , 1) is a monoid, and the following equations hold (; left
def
implicit, x v y ⇔ x u y = x):
¬xy = ¬(xy)
>x = >
(x u y)z = xz u yz

⊥x = ⊥
(x t y)z = xz t yz

Moreover, if an element x satisfies y v z ⇒ xy v xz we say that x is isotone
and if x and y are isotone, then
xω = xxω u 1
x† = xx† t 1

xz u y v z ⇒ xω y v z
z v xz t y ⇒ z v x† y

hold. If x satisfies x(y u z) = xy u xz and x(y t z) = xy t xz we say that x is conjunctive and disjunctive, respectively. Of course, conjunctivity or disjunctivity
implies isotonicity.
The operator ¬ binds stronger than the equally strong ω and † , which in turn
bind stronger than ;, which, finally, binds stronger than the equally strong u and
t.
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Let us remark that the signature could be reduced to (u, ¬, ; ,ω , 1), since the
other operators can be defined in terms of these. For clarity, we choose to have
the more spelled-out axiomatisation.
As a rough intuition, the elements of the carrier set can be seen as program
statements. The operators should be understood so that u is demonic choice (a
choice we cannot affect), t is angelic choice (a choice we can affect), ; is sequential
composition, ¬x terminates in any state where x would not terminate and the
other way around, ω , the strong iteration, is an iteration that either terminates
or goes on indefinitely, in which case it aborts; and † , the strong angelic iteration,
is an iteration that terminates or goes on indefinitely, in which case a miracle
occurs. If y establishes anything that x does and possibly more, then x is refined
by y: x v y. The constant ⊥ is abort, an always aborting program statement;
> is magic, a program statement that establishes any postcondition; and 1 is
skip. A conjunctive element can be seen as facilitating demonic nondeterminism,
but not angelic, whereas a disjunctive element can have angelic nondeterminism, but not demonic. An isotone element permits both kinds of nondeterminism.

2.2

A model

A predicate transformer S is a function S : ℘(Σ) → ℘(Σ), where Σ is any set.
Programs can be modelled by predicate transformers according to a weakest
precondition semantics [10, 5]: S.q denotes those sets of states from which the
execution of S is bound to terminate in q.
If p, q ∈ ℘(Σ) and S satisfies p ⊆ q ⇒ S.p ⊆ S.q then S is isotone. If S satisfies
S.(p ∩ q) = S.p ∩ S.q and S.(p ∪ q) = S.p ∪ S.q it is conjunctive and disjunctive,
respectively. There are three named predicate transformers abort = (λq • ∅),
magic = (λq • Σ), and skip = (λq • q). A predicate transformer S is refined
by T , written S v T , if (∀q ∈ ℘(Σ) • S.q ⊆ T.q). This paper deals with six
operations on predicate transformers defined by
(S u T ).q
(S t T ).q
¬S.q
(S; T ).q
Sω
S†

= S.q ∩ T.q
= S.q ∪ T.q
= (S.q)C
= S.(T.q)
= µ.(λX • S; X u skip)
= ν.(λX • S; X t skip)

where C is set complement, µ denotes the least fixpoint with respect to v, and
ν denotes the greatest.
That our isotonicity condition of the axiomatisation actually singles out the
isotone predicate transformers is settled by the next lemma. Similarly it can
be proved that our conjunctivity and disjunctivity conditions single out the
conjunctive and disjunctive predicate transformers, respectively.
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Lemma 1. Let S : ℘(Σ) → ℘(Σ). Then S is isotone if and only if for any
predicate transformers T, U : ℘(Σ) → ℘(Σ), if T v U then S; T v S; U .
Proof. If S is isotone, then clearly T v U ⇒ S; T v S; U . Assume now that for
any predicate transformers U and T it holds that T v U ⇒ S; T v S; U . We show
that this implies that S is isotone. Indeed, suppose that p, q ∈ ℘(Σ) and p ⊆ q.
Then construct two predicate transformers I and J such that for any r ∈ ℘(Σ)
it holds that I.r = p and J.r = q. Since p ⊆ q, we then have that I v J. By the
assumption, this means that S; I v S; J, that is (∀r ∈ ℘(Σ) • S.I.r ⊆ S.J.r), or
in other words (∀r ∈ ℘(Σ) • S.p ⊆ S.q). Removing the idle quantifier, this says
exactly that S.p ⊆ S.q.
t
u
With the aid of the above lemma and the Knaster-Tarski theorem, it is easily
verified that the set of all predicate transformers forms a model for the dndRAn
with the interpretation of the operators given as above.
Proposition 1. Let PtranΣ be the set of all predicate transformers over a set
Σ. Then
(PtranΣ , ¬, u, t, ; ,ω ,† , magic, abort, skip)
is a dndRAn, when the interpretation of the operators is given according to the
above.
2.3

What is going on?

The basic properties of the algebra differ from the algebras in [21, 20] in the
fact that not all operators are isotone any longer and that some propositions are
weakened.
The ; is not right isotone for all elements, but for isotone elements it is. In
fact, the isotonicity condition on elements says exactly this. All other operators
are isotone, except the negation operator which is antitone
x v y ⇒ ¬y v ¬x
This is to be kept in mind when doing derivations. The leapfrog property of
strong iteration (strong angelic iteration is dual) is weakened, but the decomposition property is not. That is, if x and y are isotone, then
x(yx)ω v (xy)ω x

(1)

is in general only a refinement, whereas
(x u y)ω = xω (yxω )ω

(2)

is always an equality. If x and y are conjunctive, then (1) can be strengthened
to an equality [21].
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3

Guards and assertions

This section extends the algebra with guards and assertions, shows that they
can be defined in terms of each other, and provides an interpretation in the
predicate-transformer model.
3.1

Definitions and properties

First, some notation. If an element of a dndRAn is both conjunctive and disjunctive, then we say that it is functional. A functional element thus permits no kind
of nondeterminism.
Guards should be thought of as programs that check if some predicate holds,
skips if that is the case, and otherwise a miracle occurs.
Definition 1. An element g of a dndRAn is a guard if
(1g) g is functional
(2g) g has a complement ḡ satisfying
gḡ = > and g u ḡ = 1
(3g) for any g 0 also satisfying (1g) and (2g) it holds that
gg 0 = g t g 0
Assertions are similar to guards, but instead of performing a miracle when the
predicate does not hold, they abort. That is to say, an assertion that is executed
in a state where the predicate does not hold establishes no postcondition.
Definition 2. An element p is an assertion if
(1a) p is functional
(2a) p has a complement p̄ satisfying
pp̄ = ⊥ and p t p̄ = 1
(3a) for any p0 also satisfying (1a) and (2a) it holds that
pp0 = p u p0
It is easily established that the guards and the assertions form Boolean algebras, since guards and assertions are closed under the operators u, t, and ;.
Proposition 2. Let G be the set of guards and let A be the set of assertions of
a dndRAn. Then
(G, u, ; ,¯, 1, >)

and

(A, ; , t,¯, ⊥, 1)

are Boolean algebras.
From this we get the following useful fact, by verifying that g⊥ t 1 is the unique
complement of ḡ in the sense of (2g).
Corollary 1. For any guard g of a dndRAn, we have that g = g⊥ t 1.
We will also need the following lemma.

Outline of a Dually Nondeterministic Refinement Algebra with Negation

91

Lemma 2. For any x in the carrier set of an dndRAn it holds that x⊥ and x>
are functional.
Proof. The first case is proved by
x⊥(y u z) = x⊥ = x⊥ u x⊥ = x⊥y u x⊥z
t
u

and the other three cases are similar.

With the aid of the previous lemma, the guard and assertion conditions yielding
the following proposition are easily verified.
Proposition 3. Let g be a guard and let p be an assertion in a dndRAn. Then
ḡ⊥ u 1

is an assertion with the complement

g⊥ u 1, and

p̄> t 1

is a guard with the complement

p> t 1

We can now prove the following the following theorem.
Theorem 1. Any guard/assertion can be defined in terms of an assertion/guard.
Proof. Let G be the set of guards and let A be the set of assertions in a dndRAn.
We establish a bijection between the set of guards and the set of assertions. First
define ◦ : G → A by
g ◦ = ḡ⊥ u 1
and



: A → G by
p = p̄> t 1

Clearly, the mappings are well-defined by Proposition 3. Now, we show that they
are surjective and each other’s inverses, thus bijections. Take any g ∈ G. Then
(g ◦ ) = g⊥ t 1 = g, by Proposition 3 and Corollary 1. Thus  is surjective and
is the inverse function of ◦ . The case for ◦ is analogous.
t
u
This means that the set of guards and the set of assertions can be defined in
terms of each other.
3.2

A predicate-transformer model

Consider the function [·] : ℘(Σ) → (℘(Σ) → ℘(Σ)) such that when p, q ∈ ℘(Σ)
[p].q = pC ∪ q
For every element p ∈ ℘(Σ) there is thus a predicate transformer
Sp : ℘(Σ) → ℘(Σ), q 7→ pC ∪ q

92

Kim Solin

These predicate transformers are called guards. There is also a dual, an assertion
and it is defined by
{p}.q = p ∩ q
Complement ¯ is defined on guards and assertions by [p] = [pC ] and {p} =
{pC }.
It follows directly from the definitions that the complement of any guard is
also a guard, and moreover, that the guards are closed under the operators u, t,
and ; defined in Section 2.2. If [p] is any guard, it holds that
[p].(q1 ∩ q2 ) = pC ∪ (q1 ∩ q2 ) = (pC ∪ q1 ) ∩ (pC ∪ q2 ) = [p].q1 ∩ [p].q2
for any q1 , q2 ∈ ℘(Σ). Similarly one can show that [p].(q1 ∪ q2 ) = [p].q1 ∪ [p].q2 ,
so any guard is functional. Finally, it is easily verified that the axioms (g2) and
(g3) also hold when the guards are interpreted in the predicate-transformer sense
above. This means that guards in the predicate-transformer sense constitute a
model for the guards in the abstract-algebraic sense. A similar argumentation
shows that assertions in the predicate-transformer sense are a model for assertions in the abstract-algebraic sense.

4

Enabledness and Termination

We here introduce explicit definitions of the enabledness and the termination
operators and show that, in this framework, the explicit definitions are equivalent
to the implicit ones of [20].
4.1

Definitions

The enabledness operator  is an operator that maps any program to a guard
that skips in those states in which the program is enabled, that is, in those
states from which the program will not terminate miraculously. It is defined as
a mapping from the set of isotone elements to the set of guards defined by
x = x⊥ t 1

(3)

To see that the operator is well-defined, note that x⊥ t 1 can be shown to be a
guard with
¬x⊥ t 1

(4)

as the complement.
In [20] the enabledness operator was defined implicitly similarly to the domain operator of Kleene algebra with domain (KAD) [9]. The next theorem shows
that, in this framework, the implicit definition found in [20] is equivalent to the
explicit definition above. Note that a similar move could not be done in KAD,
since the explicit definition (3) relies on the lack of the right annihilation axiom
for >.
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Theorem 2. For any guard g and any isotone x in the carrier set of an dndRAn,
x satisfies
xx = x
g v (gx)

(5)
(6)

if and only if
x = x⊥ t 1

(7)

Proof. The first two axioms of  can be replaced by the equivalence
gx v x ⇔ g v x

(8)

This can proved by reusing the proofs from [9]. Uniqueness of x then follows
from the principle of indirect equality and (8). Then it suffices to show that the
right hand side of the explicit definition satisfies (5–6). This is verified by
(x⊥ t 1)x v x
⇔ {axiom}
x⊥x t x v x
⇔ {axiom}
x⊥ t x v x1 t x
⇐ {isotonicity}
⊥v1
⇔ {⊥ bottom element}
True
and
g v gx⊥ t 1
⇔ {Corollary 1}
g⊥ t 1 v gx⊥ t 1
⇔ {axiom}
g⊥⊥ t 1 v gx⊥ t 1
⇐ {isotonicity}
⊥vx
⇔ {⊥ bottom element}
True
which proves the proposition.

t
u

Moreover, in contrast to the domain operator of [9], the compositionality
property
(xy) = (xy)

(9)
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can be shown to always hold for the enabledness operator in a dndRAn (in [20]
this was taken as an axiom of ):
(xy) = (xy)
⇔ {definitions}
xy⊥ t 1 = x(y⊥ t 1)⊥ t 1
⇔ {axiom}
xy⊥ t 1 = x(y⊥⊥ t ⊥) t 1
⇔ {⊥ bottom element}
xy⊥ t 1 = xy⊥ t 1
⇔ {reflexivity}
True
Using the explicit definition, the property
(x u y) = x u y

(10)

can be proved by the calculation
(x u y) = (x u y)⊥ t 1 = (x⊥ u y⊥) t 1 = (x⊥ t 1) u (y⊥ t 1) = x u y
Of course, from this it follows that x v y ⇒ x v y.
The termination operator τ is a mapping from isotone elements to the set of
assertions defined by
τ x = x> u 1
The intuition is that the operator τ applied to a program denotes those states
from which the program is guaranteed to terminate, that is, states from which
it will not abort. Analogously to the enabledness operator, it can be shown that
x> u 1 is an assertion with complement ¬x> u 1, so τ is well-defined. Moreover,
using similar reasoning as above, it can also be shown that τ can equivalently
be defined as
τ xx = x
τ (px) v p

(11)
(12)

A predicate-transformer interpretation of x is [¬S.∅], when x is interpreted
as the predicate transformer S. The termination operator τ x is interpreted as
{S.Σ}. The enabledness operator and the termination operator thus correspond
to the miracle guard and the abortion guard of [5], respectively, but lifted to
predicate transformer level. That the interpretation is sound is seen by the fact
that [¬S.∅] = S; abort t 1 and {S.Σ} = S; magic u 1.
4.2

Expressing relations between programs

The enabledness and the termination operator can be used to express relations
between programs. We list here some examples of the use of the first-mentioned
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operator. First note that x is a guard that skips in those states where x is
disabled.
A program x excludes a program y if whenever x is enabled y is not. This
can be formalised by saying that x is equal to first executing a guard that checks
that y is disabled and then executing x: x = yx. A program x enables y if y
is enabled after having executed x: x = xy. Similarly as above x disables y if
x = xy. The exclusion condition will be used in the application of the next
section.

5

A small application: action-system decomposition

Action systems comprise a formalism for reasoning about parallel programs [2,
4]. The intuition is that an action system
do x1 [] . . . []xn od
is an iteration of a demonic choice x0 u · · · u xn between a fixed number of
demonically nondeterministic actions, x0 , . . . , xn , that terminates when none of
them are any longer enabled. In the refinement algebra, an action system can
be expressed as
(x0 u · · · u xn )ω (x0 ) . . . (xn )
where x0 , . . . , xn are conjunctive. The actions are thus iterated, expressed with
the strong iteration operator, until none of them are any longer enabled, expressed with the enabledness operator.
An action system can be decomposed so that the order of execution is clearly
expressed: if x excludes y, i.e. x = yx, then
(x u y)ω x y = y ω y(xy ω y)ω (xy ω y)
Note that (xy ω y)ω (xy ω y) is of the form z ω z.
Action-system decomposition has been shown by Back and von Wright using
predicate transformer reasoning [6]. We now prove this axiomatically. We begin
by an outer derivation, collecting assumptions as needed:
(x u y)ω x y
= {( 2)}
y ω (xy ω )ω x y
= {assumption}
y ω (yxy ω )ω x y
= {guards Boolean algebra}
y ω (yxy ω )ω y x
= {leapfrog, conjunctivity}
y ω y(xy ω y)ω x
= {collect: if x = (xy ω y)}
y ω y(xy ω y)ω (xy ω y)
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The collected assumption is then, in turn, proved by two refinements. First we
refine the left term into the right by
x v (xz)
⇔ {definitions}
x⊥ t 1 v xz⊥ t 1
⇐ {isotonicity}
⊥ v z⊥
⇔ {⊥ bottom element}
True
and then the right into the left by
(xy ω y) v x
⇔ {definition}
xy ω y⊥ t 1 v x⊥ t 1
⇐ {isotonicity}
y ω y⊥ v ⊥
⇐ {induction}
y⊥ u y⊥ v ⊥
⇔ {definition and (4)}
y⊥ u (¬y⊥ t 1)⊥ v ⊥
⇔ {axioms}
y⊥ u (¬y⊥ t ⊥) v ⊥
⇔ {⊥ bottom element}
y⊥ u ¬y⊥ v ⊥
⇔ {axiom}
(y u ¬y)⊥ v ⊥
⇔ {axioms}
True
Using the implicit definition without the negation operator, the first refinement
of the assumption can also easily be proved [20], but the second refinement seems
to require some additional axioms for the enabledness operator.

6

Concluding remarks

We have proposed a dually nondeterministic refinement algebra with a negation
operator for reasoning about program refinement and applied it to proving a
rather humble property of action systems. The negation operator facilitates useful explicit definitions of the enabledness and the termination operators and it
is a powerful technical tool. It is, however, antitone, which perhaps makes the
reasoning a bit more subtle.
On a more general level, one can ask if abstract axiomatic reasoning really
is more easy than classical model-theoretic reasoning. It might be easier to start
pushing symbols around, since one has done this since one first learned arithmetic, but at times the proofs can be oh-so-tricky to come up with. A modeltheoretic proof, on the other hand, is easily done by expanding definitions and

Outline of a Dually Nondeterministic Refinement Algebra with Negation

97

reasoning about sets – this of course first requires that one gets into the model
theory, something that does not seem to come for free to all of us. In our example of action system decomposition, the symbol-pushing proof is certainly easier
than the model-theoretic proof of [6], but this need of course not be the case for
all applications.
Finding more application areas of this refinement algebra is one of our intents. Applications that genuinely include angelic nondeterminism (here it only
comes into play indirectly via the definition of enabledness) is a field where the
algebra could be put to use. The strong angelic iteration and the termination
operator also beg to be applied. Another interesting question, originally posed
by von Wright, is to see how far one could go without the negation operator,
but keeping the angelic choice.
Acknowledgements. Thanks are due to Orieta Celiku, Peter Höfner, Linas
Laibinis, Bernhard Möller, Ville Piirainen, Joakim von Wright, and the anonymous referees for stimulating discussions, helpful suggestions, and careful scrutiny.
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9. J. Desharnais, B. Möller and G. Struth. Kleene algebra with domain. In Relational
and Kleene-Algebraic methods in Computer Science, LNCS 3051, Springer-Verlag,
2004.
10. E.W. Dijkstra. A Discipline of Programming. Prentice-Hall International, 1976.
11. R.W. Floyd. Nondeterministic algorithms. Journal of the ACM, 14(4):636-644,
1967.
12. P.H. Gardiner and C.C. Morgan. Data refinement of predicate transformers. Theoretical Computer Science, 87(1):143-162, 1991.
13. D. Kozen A Completeness Theorem for Kleene Algebras and the Algebra of Regular
Events. Inf. Comput. 110(2): 366-390,1994.

98

Kim Solin

14. D. Kozen Automata and Computability. Springer-Verlag, 1997.
15. D. Kozen. Kleene algebra with tests. ACM Transactions on Programming Languages and Systems, 19(3):427-443, 1999.
16. G. Nelson A Generalization of Dijkstra’s Calculus. ACM Transactions on Programming Languages and Systems, 11, 4, pages 517-561, 1989.
17. C.C. Morgan. Programming from Specifications (2nd edition). Prentice-Hall, 1994.
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and Their Environments
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Abstract. This paper introduces an approach to formal specification of
computer viruses and their environments through the development of algebraic specifications using Gurevich’s Abstract State Machines (ASMs)
and Goguen’s OBJ. Distributed ASMs are used to develop a model of
an abstract computer virus, which through a process of refinement is
converted into models of different virus types. Further refinement has
resulted in an executable specification, written in the Abstract State
Machine Language, AsmL. The models strengthen the thesis that any
algorithm can be modelled at a natural abstraction level using an Abstract State Machine. The ASM models combined with the AsmL executable specification provide a complementary theoretical and experimental framework for proofs and experiments on computer viruses and
their environments, as well as a useful means of classification of different
computer viruses types. Next we look at a different approach to computer
virus analysis using OBJ, which is used to specify computer viruses written in an ad hoc programming language, SPL. The OBJ specification is
shown to be useful for the detection of a virus type that is particularly
difficult to detect – the metamorphic computer virus (MCV). Finally, the
usefulness of the two specifications for reasoning about computer viruses
is discussed and in this regard the two formalisms are compared.

1

Introduction

Computer viruses are (often harmful) computer programs that replicate autonomously through computer file systems. They are typically designed to replicate without the users’ consent, and are able to damage data or software on
infected machines. In general, computer viruses replicate using the legitimate
infrastructure of an operating system (e.g. disk input/output routines), and
consequently the spread of computer viruses is difficult to prevent absolutely
without restricting the operating system (OS) in some way.
Academic study of computer viruses began in 1987, when Cohen defined an
abstract computer virus and gave a proof of the undecidability of computer virus
detection, proving that there would be no detection-based panacea for the computer virus problem [1]. Preventing computer viruses through the use of severely
?
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restricted operating systems is possible, since the computer virus can only work
by modifying stored programs in memory so that they contain a copy of the
virus. However, the computer architecture that allows program creation and
modification is at the core of the flexibility and efficiency of modern computers;
for example, no compiler could run without the creation and modification of
stored programs. Thus, finding a cure for computer viruses by restricting their
environments is impractical, and reliable detection is impossible. Therefore the
fight to stop illicit computer viruses becomes a question of optimization, i.e.,
“How can we best protect ourselves against computer viruses?” In addition,
tractability is a primary concern due to the trade-off between efficiency and
thoroughness of anti-virus (AV) scanners. With this and the sustained proliferation of computer viruses in mind, general theories of computer viruses and their
environments would be useful. Formal specification of the behaviour of different
virus types can provide insight to developers of anti-virus software by highlighting the commonality between different computer viruses, e.g. by encouraging the
reuse of detection and disinfection methods. Knowledge of which specific details
of the implementation of computer systems afford survival for viruses can be derived from formal models, and can be used to restrict computer virus behaviour
through the development of systems that are inherently (and provably) more
secure.
In this paper, two separate approaches to computer virus formalisation are
presented. In §2 Abstract State Machines [2] are used to build a formal model
of an abstract computer virus, which is refined to several more specific virus
types. An executable specification in AsmL (based on the ASM models) is given,
forming with the ASM models a complementary theoretical and experimental
test-bed for formal proofs on computer viruses and their environments, as well
as a formal means of computer virus categorisation. OBJ [3] is used in §3 to
build a formal framework for computer virology based on order-sorted equational
rewriting. An ad hoc simple programming language (SPL) is used to implement
computer viruses and executable files, and a formal language representation of
an operating system is created. In §3.3 a promising new means of detecting
metamorphic computer viruses based on the OBJ specification is demonstrated.
In §4 it is shown how these formal algebraic specifications are readily applicable
to computer virus detection technology through the application of the developments made in MCV detection and computer virus classification.
1.1

Metamorphic Computer Viruses

The undecidability of computer virus detection is one of the oldest results in
the field of computer virology, but anti-virus scanners have traditionally compensated for this by exploiting a weakness common to many naı̈ve computer
viruses: constant syntax. The string of binary digits corresponding to a particular computer virus usually remains unchanged from one generation to the next,
as does the placement of the computer virus within the infected executable file,
e.g. one particular virus might be placed at the start of any executable it infects.
AV scanners would search executable files for virus “signatures” – strings of bits
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that correspond to a particular virus – at the usual sites of infection within executables files. The presence of a signature would signal that the executable was
infected, and that further steps needed to be taken to disinfect the file.
In order to avoid detection, the writers of computer viruses began to develop
ways of obfuscating the suspect virus code. One attempt at this, the polymorphic computer virus, which changes its syntactic (binary digit) representation
using encryption, fails to remain hidden from AV scanners once its means of
decryption has been discovered. Once decrypted, all generations of polymorphic
computer viruses look alike, and the signature-based approach to detection can
be used. A more powerful means of detection avoidance is employed by the metamorphic computer virus. Each successive generation of a metamorphic computer
virus modifies the syntax, but leaves the semantics unchanged. In this way the
behaviour of each successive generation is the same, but the virus appears to
be different. Thus, it becomes much more difficult for an AV scanner to detect
a metamorphic computer virus using a signature-based approach, and it is not
possible to keep a record of all possible generations because there are an unlimited number1 . In this way the metamorphic computer can successfully avoid
detection [4].
This problem is not confined to a particular programming language. Within
any Turing-complete programming language there is some redundancy, that is,
the mapping from syntax to semantics is many-to-one2 . This redundancy allows the metamorphic computer virus to avoid detection (by signature-based
methods) through automated syntactic variant generation at run-time.
1.2

Related Work

A good introduction to theoretical computer virology and the formalisation of
computer viruses can be found in early work by Cohen [1, 5] and Adleman [6].
Further to Cohen’s work on the undecidability of computer virus detection,
Spinellis has recently demonstrated [7] that reliable identification of a known
virus is np-complete, and Thimbleby et al [8] have developed a formalism to
describe trojans and computer virus infection. Additionally, Lakhotia & Mohammed [9] have studied an approach based on imposing order on high-level
language statements in order to reduce the number of syntactic variants and
therefore aid MCV detection.
1

2

Program size is (theoretically) unlimited, so an infinite number of variants on a single
metamorphic computer virus is possible through the introduction of “junk code”
that does not alter the state of the machine, but nevertheless has a syntactical
representation. A good example would be the NOP instruction in 68000 assembly
language, which does not alter the state at all upon its execution.
Suppose that there is a Turing-complete programming language for which there is a
one-to-one mapping from syntax to semantics. If such a language existed, it would be
possible to prove the equivalence of any two programs p1 and p2 by translation into
this language. Since program equivalence is an undecidable problem, there can be no
such language. (This proof assumes that if such a language existed then translation
into the language would be possible.)
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The ASM Approach

Abstract State Machines (formerly known as Evolving Algebras) are a formal
approach to algebraic specification of software systems, where each step of an
algorithm is treated as a bounded number of changes to an algebra, and the
whole algorithm can be described using a finite number of simple transition
rules. The ASM thesis states that any algorithm can be modelled at a natural
abstraction level using an ASM [2].
Algebraically, an Abstract State Machine is defined as follows. Let A be an
Abstract State Machine. The vocabulary (or signature) Υ of A is a finite set of
functions, each of a fixed arity. The universes of A are the sets on which the
functions of A act, e.g. an ASM that adds two integers will require the set of all
integers as one of its universes. The state of A consists of a non-empty set X (the
superuniverse of A), together with interpretations of every function name in the
signature. The superuniverse of A does not change, but the interpretations of the
function names may. The superuniverse contains distinct elements true, f alse,
undef that let us have Boolean tests, and partial functions (e.g. f (a) = undef ).
Whilst the structure above is used to define the functions used and the sort
sets of an ASM specification, they are glued together to form a complete specification using rules [2]. The update rule (variable updates), the conditional rule
(conditional statement execution) and the block rule (parallel statement execution) are proven to be sufficient to specify all sequential algorithms [10].
2.1

Distributed ASMs

Distributed ASMs (DASMs) are an extension to the ASM formalism for specification of multi-agent computations [2]. In this paper DASMs are used to model
the behaviour of the computer virus’ environment – the operating system. A
set M odules represents the programs stored in the file store ready to be run. A
set Agents represents processes in memory, which run a particular module (program). Agents run in parallel with one another. The user is modelled using a
(non-deterministic) external function that runs programs randomly by assigning
modules to new agents. This could be implemented either by actual user input,
or more likely, by a function that non-deterministically selects executable files
to be run. When a particular agent has reached fixpoint, that is, when it has
ceased to update the store, it is considered to have finished its execution run
and terminated. The operating system is simply the distributed ASM itself. The
agents run modules, and run concurrently with one another.
2.2

An Abstract Computer Virus

An ASM for the abstract computer virus, which is designed to encompass the
entire class of computer viruses, is as follows.
Superuniverse, SAV = Agents ∪M odules∪Rules∪Boolean∪{undef }, where
Agents is the set of agents that are run by the distributed ASM; M odules is the
set of modules; and Rules is the set of well-formed rules for ASMs.
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Vocabulary, ΥAV
The functions in the vocabulary are defined as follows.
– Infected: M odules → Boolean. Returns true iff a module has been infected
with the viral rule. Returns false otherwise.
– Infect: M odules × Rules → P(M odules). Infection by a computer virus is
a modification to the set M odules in the specification, so that the set of
ASM rules corresponding to the virus mv is executed by (at least) one more
module than was previously the case. mv is returned by ThisProgram, and
added to some m ∈ M odules by Infect.
– ThisProgram: → Rules. Returns the viral rule. This models a “real-life”
function that can analytically (or otherwise) generate the viral code in the
module, and return it. A possible implementation of this would be to delimit
the viral code within an infected program using some sequence of bits (e.g.
from an assembly language perspective, a number of NOPs strung together),
which the virus can later use to derive its own code when it comes to copying
it for infection.
– State: → {Done} ∪ {undef }. Used to enforce sequentiality; initial value is
undef .
Rules The set of rules corresponding to the abstract virus is as follows. The
ASM block rule specifies that any given block of statements will execute in
parallel, therefore any list of rules will execute in parallel unless sequentiality
is enforced using guards. Since the following rule should execute only once per
execution of the module in which it resides, we ensure this through the use of
the nullary function State, which is set to Done once a single infection has taken
place.
AbstractVirus = if not( State = Done ) then
choose m in M odules satisfying not( Infected(m) )
M odules := Infect( m, ThisProgram )
Infected(m) := true
State := Done
endchoose
endif
The viral rule above copies itself to other modules in the distributed ASM.
When the modified (infected) modules are run, the viral module finds even more
modules to infect.
Specification of computer viruses is a new application of ASMs, and as such
has strengthened the ASM thesis that any algorithm can be modelled at a natural
level of abstraction by an Abstract State Machine [2].
Through a process of refinement it is straightforward to specify more specific
virus types based on, and conforming to, the description of the abstract virus.
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This method has been used to specify a further four virus types: the parasitic
virus, the companion virus, the overwriting virus and the backup virus (a.k.a.
“the file worm”). We shall look in detail at the refinement to the parasitic virus.
2.3

The Parasitic Virus

The first refinement of the abstract virus produced the parasitic virus, perhaps
the most common virus type. The parasitic virus replicates by copying itself from
one executable file from another, e.g. by prepending itself to the executable code
corresponding to a particular program, so that when that program is next run
by the user, the parasitic virus code is run momentarily before the rest of the
executable. This allows the parasitic virus another chance to replicate.
The process of refinement was a modification of only one of the functions
in the vocabulary, and one of the rules. All else remains unchanged. The function Infect was replaced by Infect0 , a slightly modified function performing the
following update:
– Infect0 (m, r) =
Modules := (M odules − m) ∪ addRuleToModule(m, r)
where addRuleToModule(m, r) = RulesOf(m) ∪ {r}
In other words, Infect0 (m,r) removes module m from the set of Modules, and
adds a new module which is the result of adding rule r (the parasitic virus rule)
to a new module consisting of the rules that were in m. Infect0 is defined using
the ASM sub-machine above. (RulesOf returns the set of rules corresponding to
the module m. The behaviour of addRuleToModule is defined by the equation
above.)
The rule “M odules := Infect( m, thisProgram )” is replaced by “m := Infect(
m, thisProgram )” indicating that only one module is updated by the infection
process, which is consistent with the typical parasitic virus [1].
The refinements from the abstract virus to the other virus types follow a
similar process.
2.4

The AsmL Executable Implementation

In order to test experimentally the accuracy and applicability of the abstract descriptions of the various virus types, an executable implementation of the viruses
was created using AsmL, the Abstract State Machine Language developed by
Microsoft Research [11]. AsmL is an object-oriented language for developing executable ASM specifications, and so the most natural way of implementing the
executable computer virus test-bed was to create an object-oriented model of
the computer virus environment, consisting of a store class, an operating system
class encapsulating a store instance and OS routines (methods), and a user simulation class, encapsulating an OS instance and methods for running executables
in the store using the OS routines. The refined computer viruses and executable
files were also modelled using classes, all of which implemented a class interface
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to allow them all to be executed in the same manner, regardless of their differences in behaviour, i.e. all objects x implementing the File interface could
be executed using x.Program(). In this way, objects corresponding to files in
the store could be granted executable status. Parasitic computer viruses could
be implemented by letting the file allocation table (a mapping from file handles
to programs) correspond to a sequence of programs. (This is analogous to the
case with a modern OS where an executable file can lie over multiple segmented
blocks on a hard drive.) Thus, parasitic virus infection takes place when the viral
code copies itself to a new executable file, whose file handle is then added to the
list of files to be run when a given file name is run by the simulated user [12].
The AsmL specifications of the particular virus types were created using a refinement process from their ASM versions in order to ensure the accuracy of their
behaviour. Execution of the AsmL virus specifications proved empirically that
the specifications were accurate, as the behaviour exhibited was that expected
of the respective virus types.
As well as strengthening the ASM thesis, the specification of computer viruses
using ASMs and AsmL doubles as a computer viruses test-bed and framework for
proofs on computer viruses, creating a formal specification that can be analysed
theoretically through proofs on the ASMs, or empirically by execution of the
AsmL implementation.

3

The OBJ Approach

After modelling computer viruses using Abstract State Machines, another means
of algebraic program specification was used in order to gain a different perspective on the problem, as well as to explore and compare the different proof
methods afforded by the various approaches to algebraic program semantics.
3.1

An OBJ Specification for Computer Viruses

OBJ is a formal notation for the algebraic specification of software systems [3].
Like ASMs, it is algebraic, but the approach to semantics is quite different. In
OBJ, data types are defined as sorts in an order-sorted algebra. Ground terms
can be transformed into more complex terms using equational rewriting, which in
turn can be used to prove theorems expressed using the terms through reduction
– a series of one or more equational rewrites.
For example, the syntax of the natural numbers in Peano notation could be
laid out in OBJ as follows:
obj PEANO is
sort Nat .
op
op
op
endo

0 : -> Nat .
s_ : Nat -> Nat .
_+_ : Nat Nat -> Nat .
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This construct is called a module. sort Nat specifies that we are dealing with
only one sort of data in the superuniverse of the algebra used in this specification.
There are three operations defined. The first, 0 is a nullary operation (constant)
and can be used by other non-nullary operations (of the correct ranks) to generate more complex terms. s_ is a unary operation that takes a Nat and returns
a Nat, and _+_ is an infix binary operation that takes two Nats and returns a
Nat. s_ will be used for the successor function, and _+_ (quite naturally) will be
addition.
In OBJ the semantics of a programming language is given using a series of
“equations”, which are actually string rewriting rules. So, if we wanted to give
the semantics for the _+_ operator above, we could do this as follows:
obj PEANO-EQUATIONS is
pr PEANO . *** Import the PEANO module
vars M N : Nat .
eq M + 0 = M .
eq M + s(N) = s(M + N) .
endo
Now we have specified the semantics of addition, or rather, we have made
the _+_ operator behave as a function which returns the value of the sum of
two natural number operands in Peano notation. As mentioned before, the = is
actually a rewriting operator, showing that the term on the left is rewritten to
the term on the right. Using OBJ, we can perform a reduction in order to reduce
a term to the most reduced form possible, i.e. the OBJ parser keeps applying
rewrite rules as long as there is a rewrite rule that will apply. A typical reduction
would look like:
OBJ> reduce s(s(s(0))) + s(s(0)) .
...
rewrites: 3
result Nat: s (s (s (s (s 0))))
An important notion in OBJ is that of reduction as proof. Since each of the
equational rewrites holds for the natural numbers, the above reduction can be
seen as a proof that “3 + 2 = 5”. Whilst trivial, this example demonstrates the
expressive power of the OBJ formalism.
3.2

Computer Viruses in OBJ

Algebraic specification of imperative programs is one of the principal uses of OBJ
[13]. Semantics can be easily given to functions and statements using equational
rewriting, e.g.:
eq S ; X := VAL [[X]] = VAL .
cq S ; X := VAL [[Y]] = S[[Y]] if X =/= Y .
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The first rewrite rule says that after the statement X := VAL has been evaluated, the value of X in store S is equal to the value VAL. The second rule says that
the value of Y (such that X 6= Y) in store S is unchanged by the evaluation of the
same statement, which we would expect to be the case. This is the traditional
approach to the semantics of stores for programming languages defined in OBJ.
Soon after considering the possibility of expressing the semantics of a computer virus in OBJ, it became apparent that the method of giving semantics to
the store as outlined above would be less intuitive, and therefore a hindrance to
the overall specification and computer virus test-bed. The reason for this is that
computer viruses are meta-programs (i.e. programs whose input or output are
programs), and therefore need to be able to read the code of other programs in
the file system, including themselves. This meant that the file system (which can
be seen as an extended store that can contain programs) would have to be encoded explicitly in the string being rewritten during a reduction. For this reason
it was decided to develop a different method of giving semantics to programs in
order to deal with meta-programs in the most intuitive way – by modelling an
operating system capable of editing and maintaining a file store and executing
executable files therein.
When specifying the behaviour of an OS, there are a number of factors to
consider:
– There needs to be a representation of a file system, which can be modified
and from which the contents of files can be retrieved.
– There needs to be a representation of a user interface, into which a list of
executable files to be run (for example) can be inputted. This need not be
interactive or elaborate by any means; for example, the list of files to be run
could simply be a static value hard-coded into the specification.
– The effects of the execution of a program on the file system need to be
preserved after the program has finished executing.
– Common operating system functionality must be supported, e.g. file handling
routines to delete a file; a method of loading and executing instructions stored
in the file store as executable programs.
– Many operating systems employ a notion of environmental variables – special
variables whose values are kept by the OS and are accessible to programs
executed by the OS. For example, a useful environmental variable might be
the file handle of the current file running, so that any program can obtain
its own filename.
With the above considerations the most logical way of tackling the problem
was to encode the state of the whole operating system, including file system,
memory state and environmental variables, as a single string. This string is necessarily quite long (∼ 80 tokens for an OS with a file system containing two short
executable files). The disadvantage of such an explicit approach to operating system semantics is the large number of rewrites needed to calculate the effects of
running programs when compared with the traditional OBJ approach discussed
earlier. For example, a single execution of a simple computer virus requires over
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1500 rewrites to evaluate. (Whilst this may sound excessive, the reduction takes
place in a fraction of a second on a modern personal computer.) This extra
overhead is compensated by the intuitiveness of the implementation, which reduces development time, decreases the likelihood of conceptual programming
errors, and increases the ease of interpretation of the specification and results of
reductions.
(As is the case in standard OBJ semantics, the meaning of the statements
stored within the executable files must be defined. For this purpose a Simple
Programming Language (SPL) was created and its semantics defined using OBJ.
SPL is a simple Turing-complete programming language with basic features like
variables, loops and conditionals.)
Here is a typical example of a string representing the state of the OS:
lfha ~ s(0) /\ cfr ~ nofile /\ ! /\/\ 0 :::: varc := 0 ; eof
||| s(0) :::: counter := 0 ; counter := s(counter) ; eof ||| !
This unwieldy-looking string is not as complex as it might seem at first – it
is simply a concatenation of two lists. Firstly there is the environmental variable
list: “lfha ~ s(0) /\ cfr ~ nofile /\ !”. Here there are two environmental
variables, lfha (Last File Handle Assigned) and cfr (Current File Running),
whose values are s(0) and nofile respectively. The Peano notation for natural
numbers is used for file names, so the last file handle assigned has the value 1.
The cfr variable is set to nofile which (somewhat paradoxically) means that no
file is currently running. The environmental variable list elements are delimited
by the /\ operator, and the end of the list is denoted by !, which represents the
empty environmental variable list.
The next operator is /\/\ which separates the environmental variable list
from the second of the two lists: the file list. The file list delimiter is the |||
operator, so we can see that we have two files in this particular file system. The
file format in the OBJ specification is as follows:
op _::::_ : FileHandle StatementList -> File .
So, by looking at the file list we can tell that the file with handle 0 has the
statement list “varc := 0 ; eof” within.
This statement list is the program corresponding to the file with file handle 0.
In this case, the program consists of a single executable statement which assigns
the value 0 to variable varc. The statement delimiter is ;, and the eof operator
that follows simply denotes the end of file (i.e. the statement list has come to an
end). After the eof comes the file delimiter ||| and then the listing for the file
whose handle is s(0). Finally, the file list ends with the empty file list operator
!.
With this infrastructure it is possible to define the semantics of SPL, and
by extension, meta-programs such as computer viruses. To compare, here is the
equivalent assignment operation to the one shown in §3.2.
eq execS V := VAL in EVL /\/\ FL = EVL[V isnow VAL] /\/\ FL .
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execS is a operation that executes a statement (in this case V gets VAL)
relative to an environmental variable list (EVL) and a file list (FL). The equation
above states that after V := VAL has executed, the value of V is updated to that
of VAL in the environmental variable list by using the _[_isnow_] operator to
request a environmental variable list update. The result of the rewrite will then
match to the left hand side of another rewrite rule that will effect the update.
(Note: during development of the specification the environmental variable list
came to contain the values of program variables also.)
Every SPL statement is defined in a similar way in the OBJ specification,
and a set of application programming interface (API) functions (e.g. OS routines
to delete a file or update an environmental variable) are defined also. Thus, in
SPL a simple computer virus might look like:
1
2
3
4
5
6
7
8
9
10
11
12
13
14

s(0) ::::

fh1 := getFileHandle ;
myName := getSelfName ;
nfh := newFileHandle ;
counter := 0 ;
lastLine := label end ;
do { line := getLine(myName,counter) ;
writeToFile(line,nfh) ;
counter := s(counter) ;
eof }
while ( not(line == lastLine) ) ;
prepend(nfh,fh1) ;
deleteFile(nfh) ;
label end ;
eof

In line 1 the variable fh1 is assigned the returning value of the function
getFileHandle, which returns an arbitrary file handle from the file list. In line
2 the function getSelfName is called to in order to return the file handle of the
current file running (i.e. the file handle of “self”) and it is assigned to variable
myName. In line 3 the variable nfh is set to the value of a new file handle, that
is, a file handle that is not currently being used by any other file. This is so that
a temporary file can be created and written to during the infection process. In
lines 4-5 two variables that are needed for the forthcoming do {_} while (_)
loop are initialised.
In lines 6-10 we encounter the loop. In the first iteration of the loop, the 0th
statement (i.e. the first line) of the file named myName (which is the file currently
running and therefore the file containing the virus) is read in by the function
getLine(_,_) and assigned to the variable line. Next, this statement is written
to the temporary file whose handle is nfh using the writeToFile(_,_) function.
In line 8 the variable counter is incremented, so that on the next iteration of
the loop the following line will be read in and written to the file nfh, and so on.
The net effect of this loop is that a copy of the virus is placed in a temporary
file (nfh). The loop stops when the statement that has just been copied (line)
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is equal to the value of variable lastLine, which is set to label end. label end
is the last executable line of the virus program (line 13) and separates the virus
from the rest of the infected executable. Clearly, in this case the virus exists in a
file alone, but the purpose of the guard is to make sure that in future generations
only the virus is copied and not the rest of the host executable.
Next comes a call to the function prepend(nfh,fh1), which causes the statements corresponding to nfh to be added to the start of the file fh1, in the order
they appeared in nfh. This is the most crucial stage of viral infection, where the
virus attaches itself to the host. In line 12 the temporary file nfh is deleted from
the file system. Line 13 is the label mentioned in previous paragraph, and the
final line (14) denotes the end of the file.
The overall effect of running the above virus program is that the virus
searches for another executable file in the file system, which it infects by prepending its own code to that of the executable.
3.3

An OBJ-based Approach to Detecting MCVs

As mentioned in §1.1, metamorphic computer viruses (MCVs) are able to conceal
themselves from detection by anti-virus scanners by changing their syntactic
form whilst their semantic form (i.e. behaviour) remains unchanged. Using the
OBJ specification above it becomes possible to start to reason about MCVs and
means of detecting them. It was found whilst specifying SPL using OBJ that
equivalent statement lists would be quite straightforward to prove using OBJ.
For instance, a metamorphic computer virus in SPL could use the redundancy
inherent in do {_} while (_) and while (_) do {_} to generate a syntactic
variant of itself and therefore aid concealment. This equivalence can be specified
in OBJ:
eq execS do {SL1} while (T) in EVL /\/\ FL =
execSL SL1 ;; while (T) do {SL1} ; eof in EVL /\/\ FL .
This rewrite rule would reduce all occurrences of do {_} while (_) to that
of while (_) do {_} , so any MCV using that method of syntactic variant
generation alone could be easily detected.
Another example of metamorphism in computer viruses uses the NOP assembly language instruction to generate syntactic variants. For example, a computer
virus during the process of replication could place NOP instructions (which do not
affect the state of the machine) at pseudo-random locations within its code, and
in so doing generate syntactic variants. The following OBJ rewrite rule would
remove the NOPs inserted by such a metamorphism function:
eq execS NOP in EVL /\/\ FL = EVL /\/\ FL .
This rewrite rule effectively states that any program containing a NOP instruction is semantically equivalent to the same program without that instruction.
It is possible to specify many other such syntactic equivalents using OBJ
rewriting logic, and also prove that they hold in the given programming language.
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In doing so, a reduced form of the programming language SPL (perhaps we could
call it SPL0 ) would be created. Any MCV instance translated from SPL to SPL0
using OBJ rewriting rules would then be much more easily detected than before,
as the number of syntactic variants in SPL0 is greatly reduced.

4

Conclusion

Both Abstract State Machines and OBJ offer a precise semantics for algebraic
program specification, validation and verification, but the particulars of the individual notations foster different approaches to the specification of computer
viruses and their environments.
It was found that Abstract State Machine specifications can be first developed
at a high abstraction level in order to lay the foundations for the more complete
specification, e.g. the example of the abstract virus. It then becomes possible
using refinement steps to move towards a more applicable specification in keeping
with the original abstract model. This approach emphasises the relationships of
computer viruses to one another and with their environments, and could easily be
used as a means of categorising computer viruses. The ASM models, combined
with the AsmL implementation forms a duet of theoretical and experimental
frameworks for proofs related to computer viruses. For example it is possible
to prove that a particular operating system feature would affect computer virus
behaviour in a certain way. This manner of formalisation would prove useful for
computer virologists who might want to develop a less virus-prone operating
system, or to prove that a particular update to an anti-virus scanner would
indeed detect, for example, all instances of a certain virus. This is even more
straightforward due to AsmL’s built-in conformance testing tools.
It is beneficial to categorise computer viruses in an algebraic manner using
ASMs, as it places all viruses on a “family tree” of computer viruses, which
itself could perhaps be a part of an even larger family tree of self-replicating
programs. (Other types of self-replicating programs include cellular automata,
network worms, artificial life forms, etc..) It is natural to think of computer
viruses in terms of their differences in size, commonness, replication mechanism,
side-effects, etc., but the benefit of ASM specification has been to show formally
how computer viruses relate to one another. Anti-virus scanners are forced to
take computer viruses as dissimilar entities as they scan for executable file infection, but perhaps an abstract view of the computer virus problem could assist
the development of more secure systems that are intrinsically less vulnerable
to the computer virus threat. Study of the mechanisms by which all computer
viruses are able to survive would enable us to see how we might develop such
systems, and a formal, algebraic approach is consistent with this aim.
In addition to the benefits to computer virology, the ASM specification of
computer viruses and their environments has strengthened the ASM thesis that
any algorithm can be modelled at a natural abstraction level by an Abstract
State Machine, as computer viruses and the broader class of self-replicating
programs have not been modelled before using the ASM formalism.
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OBJ has great applicability in the domain of programming language specification, and naturally this led to the specification of a formal language which
was used to describe the state of the operating system and programs running
thereon. This is perhaps the most natural approach to computer virus specification given the structure of OBJ modules in allowing powerful customisation
of syntax and semantics. This particular approach may also be of assistance to
future research involving the specification of operating systems.
Examples of OBJ program semantics in the literature are concerned with the
specification of a single program relative to a store. This work has shown that this
approach is extendable to the operating system. A file store was modelled using a
single string in order to ensure that effects on the file system of the execution of a
program persisted beyond the end of the execution of that program. At first this
approach seemed somewhat inefficient compared with traditional approaches,
but compensated for its apparent lack of grace through a natural approach to
operating system semantics, thus lending itself well to proofs. Also, the problem
of modelling meta-programs was solved by simulating OS API routines using the
Simple Programming Language used in the virus specifications.
A new way of exploring the detection of metamorphic computer viruses has
been developed using the OBJ specification and further research based on this is
pending. The ongoing aim of this study is to identify and isolate a set of rewrite
rules that would reduce the number of syntactic variants per semantic description
to the greatest extent, and in doing so provide a reliable means of MCV detection.
The advantage of exploration into such rewriting rules using OBJ is that the
formality of the notation ensures the equivalence of programs translated into
“reduced” forms and the accuracy of MCV detection once translation has taken
place.
The use of SPL in this work has been ad hoc; the system produced is a proof
of concept for the technique of formal syntactic variance reduction by translation.
An additional use of the OBJ specification would be in the equational rewritingbased removal of junk code, which is non-effective code added to successive
generations by MCVs in order to create syntactic variants and avoid detection.
It is expected that these approaches would be best applied alongside other antivirus strategies, including heuristic-based scanning, disassembly and procedure
abstraction, as well as the new developments of control flow graph generation
and neural network-based approaches to metamorphic computer virus detection
[14, 9, 15]. The next step will be to take the technique and apply it to a form of
assembly language, e.g. the Intel r IA-32 instruction set. The semantics of IA-32
will be specified using OBJ, and once done examples of computer viruses using
that architecture will be experimented upon, with the intention of the discovery
of rewriting rule sets that are facilitative of the detection of MCVs outside the
laboratory.
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