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Abstract A scalar field is a generalisation of a surface function in dimension.
Visualisation traditionally focuses on discrete specifications of scalar
fields (e.g., volume datasets). This paper discusses the role of continu-
ous and procedural field specifications in volume visualisation and vol-
ume graphics, and the interoperations between continuous and discrete
specifications. It demonstrates the different use of scalar fields through
several modelling aspects, including constructive volume geometry and
non-photorealistic textures, and presents our approaches to the creation
of more photorealistic effects in direct volume rendering.

1. INTRODUCTION

A large collection of visualisation problems are of a 3D volumetric
nature. The data types concerned in such applications are typically in
the form of discrete specifications obtained from either digitisation (e.g.,
medical imaging) or computation (e.g., finite element methods). Over
the past decade, a range of rendering methods have been developed to
visualise these data types. With the ever-increasing processing power
and storage space, advanced volume rendering techniques are becoming
comparable with traditional surface rendering techniques in both sophis-
tication and availability. This inevitably leads to the desire to extend
the use of volume models for visualisation as well as for general purpose
graphics [4, 9].

However, discrete volume data types have several shortcomings. (i)
They lack in inter-operability, especially between different volume data
types. (ii) The use of transfer functions is very much limited to assisting
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in visualisation, and their potential in volume modelling is yet to be
explored. (iii) Most rendering algorithms and acceleration techniques
were designed for specific volume data types, and it is rare for a volume
renderer to support more than one data type.

Volume modelling is a process for constructing 3D models using vol-
ume data types. Nielson [12] recently gave an overview of research issues
in this area. In particular he outlined the three main aspects of volume
modelling as:

®»  Volume modelling facilitates the representation of volume objects
using a range of volume data types, including regular as well as
irregular volumetric datasets, discrete as well as continuous speci-
fications of scalar fields, and elementary as well as high-level mod-
elling schemes.

m Volume modelling is considered as a generalisation in dimension
to surface modelling. With scalar fields as its underlying concept,
it provides a consistent means for specifying intrinsically the ge-
ometry and physical properties of a spatial entity in a true three-
dimensional manner. In particular, volume modelling represents
conceptually an important extension to surface-based modelling
by allowing the specification of the internal structures of objects
and amorphous phenomena.

m  Volume modelling provides appropriate input to the volume ren-
dering integral, which is to be discussed later.

One important feature of Nielson’s outline is that what is considered to
be a volume model is not restricted by a specific type of volume renderer.
Not only has this concept broadened the scope of volume modelling, but
also has instigated the need for more powerful volume renderers that are
capable of handling a mixture of volume data types.

This paper presents a follow discussion on the subject of volume mod-
elling, and in particular focuses on the role of scalar fields. In Section
2, we will briefly examine the use of volume data types in various com-
puter graphics applications, including a number of schemes that made a
noticeable impact in the field. In Section 3, we will discuss, in abstract,
different methods for specifying volume data types, and highlight the
elementariness of scalar fields in relation to other volume data types
and volume modelling operations. We will also show that the concept
of scalar fields underpins the theory and implementation of construc-
tive volume geometry. In Section 4, we will consider the main technical
aspects of directly rendering scalar fields. We will present a generic
sampling process that facilitates consistent discrete sampling at differ-
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ent resolutions. We will also show that most rendering effects can be
implemented for volume data types. This will be followed by our obser-
vations and concluding remarks in Section 5.

2. RELATED WORK

Volume data types are representations that describe objects in a true
three-dimensional manner. The underlying mathematical notion of such
a data type is a set of scalar fields that define data for every point p in
Euclidean space E2.

Early volume data types include binary spatial representations such
as spatial occupancy enumeration, volume sweeping and constructive
solid geometry (CSG) [15, 8]. Real domain volume data types have also
been deployed effectively in schemes such as implicit surfaces [1], solid
and hyper-textures [13, 14] and free-form deformation [16].

Perhaps one of the most influential developments is the technology for
visualising volume datasets obtained from a variety of applications in-
cluding medical imaging and numerical computation. Various rendering
techniques [11, 10, 19] developed for volume visualisation have largely
focused on displaying objects defined in volumetric datasets. Most of
these techniques assume a specific type of geometry, topology or interpo-
lation function. However, only limited progress has been made in volume
modelling methods, in contrast to an extensive range of surface-based
modelling methods and tools. In most volume visualisation systems,
volume objects are largely represented as individual volume buffers in
a form identical or close to the output of a digitisation or simulation
process.

3. VOLUME MODELLING WITH SCALAR
FIELDS

3.1. NOTATION AND DEFINITION

Let R denote the set of all real numbers, and E3 denote 3D Euclidean
space. A scalar field is a function F : E> — R. Conceptually a scalar
field F(p) is a generalisation of a surface function that models only those
points on the surface. A volumetric representation of an object can
hence be specified as a set of scalar fields, Fi(p), F2(p),..., Fr(p), that
define the geometrical and physical properties of the object at every
point p in three-dimensional space. Such an object is called a spatial
object, which is a tuple, 0 = (Ag, A41,..., Ax), of attribute fields defined
in . In this paper, we consider only a small collection of attribute
fields, including opacity, colour, density, texture type, and supplemental
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geometry, though almost all attributes of a spatial object can be defined
in this manner.

In general, surface modelling (including solid modelling) defines an
object by dividing E? into two half-spaces with a surface. The most
important attribute of a surface object is the Boolean specification that
determines if an arbitrary point is inside the object half-space. Many
surface data types deal with only closed surfaces, and most assume that
an object has a uniform or an undefined interior.

On the contrary, most volume data types facilitate the specification of
non-uniform interiors, and usually do not give an explicit specification
of the object boundary. The most important attribute of a volume
object is thereby the “visibility” of every point in E3. We use an opacity
field O : B> — [0,1] to specify this attribute. A point p € E? is said
to be opaque if O(p) = 1, transparent if O(p) = 0, and translucent
or semi-transparent otherwise. Any point which is not transparent is
potentially visible to a volume renderer. As the opacity field is the most
fundamental attribute of a volume object, we normally write a spatial
object as 0 = (O, Ay, ..., Ag).

Different applications may define spatial objects with different at-
tributes, and different volume renderers may also put constraints on
the way in which an attribute is specified. The consistency can be main-
tained though the notion of class and the concept of algebraic signatures
[3]. In the following sections, some other scalar fields will be discussed
in the relevant context.

In computer graphics and visualisation, scalar fields are typically de-
fined by using mathematical, discrete and procedural specifications.

3.2. MATHEMATICAL SPECIFICATION

A scalar field can be defined by a mathematical scalar function F :
E? — R. For example, consider a spatial object 0 = (O, R, G, B, Gy,)
built entirely upon mathematical scalar fields (Figure 1(top left)). Let

F(p) = \/p2 +p; +p2, where (pg,py,p,) are 3D coordinates of each

point p in E3. Based on F(p), we define five scalar fields, namely opacity
O, red R, green G, blue B and geometry G, as:

OWp) = 1 if F(p) € [.2,.215] U [.4,.415] U [.6,.615] U [.8,.815]
10 otherwise

R(p)=1-F(p) G ==
B(p) =0.2  Geolp) = F(p)
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From Figure 1(a), it is easy to see that O(p) effectively extracts four
iso-volumes from F(p). R(p),G(p) and B(p) define the colour of the
spatial object. Gg,, which defines a distance field in relation to the
centre of the sphere, is a supplemental geometry field that facilitates
more accurate calculation of surface normals during the rendering.

igure Top left A spatial ob ect based mainly on a spherical function. Top right
A spatial ob ect whose red and blue fields are built upon a T dataset. ottom left

mo e constructed using erlin s noise. ottom right A spatial ob ect whose colour
fields are defined using a solid texture.

In fact, to synthesise the image in Figure 1(top left), many other at-
tributes, such as reflection coe cients, must be assigned to that spatial
object. In many applications, it is often adequate to specify such at-
tributes as constants uniformly across an entire object. Since a constant
is merely a special case of mathematical function, all attributes associ-
ated to a spatial object can hence be considered as scalar fields. It is
not di cult to imagine an application that would require more complex
mathematical specifications for such attributes.



3.3. DISCRETE SPECIFICATION

Discrete specifications of scalar fields are commonly obtained from
the processes of digitisation, simulation and voxelisation. For example,
computed tomography (CT) scanning is a digitisation process that takes
a collection of samples at discrete positions within the spatial domain
which contains an object. A scalar field of a measured property (e.g., -
ray attenuation) is represented by those measured values at the sampling
points.

A discrete specification of a scalar field is commonly referred to as a
volumetric dataset, and it consists of up to three essential components:
a set of samples , their topological relationships and an interpo-
lation function . The set = (p, )i =1,2,..., defines the
known value  at each sampling location p in E3. Some volumetric
datasets (e.g., regular 3D grids) can be represented simply by a 3D ar-
ray of values with implicit geometry and topology, whilst others (e.g.,
rectilinear grids, tetrahedral meshes) may require an explicit specifica-

tion of sample positions, p 1 =1,2,..., or topological connectivities
between the samples, . The role of the interpolation function is to
define the scalar values at all the points in E* other than those sample
positions p ¢ = 1,2,..., . Typical interpolation functions include

trilinear interpolation for regular grids, and bary-centric interpolation
for tedrahedral meshes.

There is no fundamental difference between an arbitrary mathematical
scalar field, F : E* — R, and a scalar field defined by an interpolation
function (p, , ) defined for all points p € E*. Hence we can use
discrete specifications of scalar fields in volume modelling in the exact
same way as mathematical scalar fields. Figure 1(top right) shows a
spatial object whose colour fields are defined using a CT dataset.

3. . PROCEDURAL SPECIFICATION

A procedural scalar field is essentially a function imple-
mented in the form of a software component. As such specifications can
utilise fully the power and flexibility of a programming language, they
are often used in volume modelling to define complex scalar fields, such
as textures and fractals. Once these functions are implemented, they
can be treated in the same way as mathematical and discrete specifica-
tions. As examples, Figure 1(bottom left) shows a spatial object whose
opacity field is defined using a procedure based on Perlin’s noise [14],
whilst Figure 1(bottom right) shows a spatial object whose colour fields
are defined using solid texture procedures.
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3. . THE ROLE OF TRANSFER FUNCTIONS

Transfer functions are an intrinsic part of volume visualisation, and
in particular direct volume rendering. They can be defined using mathe-
matical, discrete and procedual specifications. Look-up tables are typical
examples of discrete specifications. It is also common to apply trans-
fer functions during rendering, and this extends their role beyond the
modelling of attributes.

A transfer function, in the form : R — R, is usually used to alter
the behaviour of a scalar field, or construct a new scalar field based
on an existing one. Given an arbitrary scalar field F(p), (F(p)) is
also a scalar field. Figure 2(top left) shows a typical use of transfer
functions in volume visualisation where appropriate opacity and colour
fields are constructed from the original CT dataset which is also used
as a supplemental geometry field for normal calculation. Figure 2(top
right) shows a bump mapping effect resulting from a transfer function
that adds noise into the supplemental geometry field.

A transfer function, in the form :E? — 2, can be used to modify
the geometry of a scalar field. Consider the following transfer function
defined in the cubic region of [0, 1]3:

Dy 0 () ps
p, = (p= 01 0 py
D, 0 0 1 j

where () = 0.5 if 0.5 and ( ) = —0.5 otherwise. By applying

(p) to an arbitrary scalar function F(p) as F( (p)), it achieves the
effect of opening up the front of F(p) in the region [0, 1]3. Figure 2(bot-
tom left) shows the result of applying this transfer function to all the
attribute fields of a spatial object built upon a CT dataset.

More complex transfer functions can be defined for specific modelling
or rendering effects. Figure 2(bottom right) shows a spatial object with
a non-photorealistic texture for the skin surface. A procedual transfer
function - is used
to modify the opacity and colour fields of the object, also taking into
consideration the geometry and illumination at each point p.

3. . CONSTRUCTIVE REPRESENTATIONS

onstructi e solid geometr [15] is one of the most important
modelling methods in computer graphics and computer aided design
(CAD). It allows complicated solid objects to be built as various ordered
“union”, “intersection” and “difference” of simpler objects, which may



tgure 2 sing transfer functions in (top left) visualisation, (top right) bump map-
ping, (bottom left) deformation, (bottom right) non-photorealistic texture mapping.

be bounded primitives or half-spaces. It is supported by the Boolean
algebra and a set of well-understood regularised set operations.

Although CSG is often implemented using surface data types in CAD,
the geometry of each solid object can also be considered as a binary scalar
field. A process of constructing composite objects is represented by an
algebraic term that defines a sequence of combinational operations on
binary scalar fields.

onstructi e olume geometr V' [5, 6] is a major generalisation

of CSG. nlike CSG, CVG does not limit itself to geometrical operations
only. It utilises the notion of spatial objects as defined in Section 3.1
and can also be employed to manipulate all attribute fields associated
with objects. Its combinational operations, mostly defined in the real
domain, can be used to model complex interior structures of objects and
amorphous phenomena in a constructive manner.
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In several previous attempts to define constructive representations for
volumetric datasets [18, , 2], the discrete and bounded nature of the
data is the main obstacle to a consistent specification of combinational
operations and the boundary of composite objects. CVG operations
are defined upon more inter-operable spatial objects, and each CVG
operation is decomposed into a set of operations on unbounded scalar
fields. Different specifications of scalar fields, including discrete specifi-
cations based on volumetric datasets, are treated in the same manner.
It operates on the interior as well as the exterior of objects. Physical
properties such as colours are defined and manipulated in the same way
as geometry. Images and videos can be naturally integrated into a scene
as spatial objects with discrete specifications of scalar fields. Transfer
functions can be used to modify the scalar fields of any spatial object
resulting from a CVG term, and thus can be applied at any stage of a
construction process. Figure 3 shows a scene composed of several spatial
objects of different specifications.

igure A scene composed of a variety of spatial ob ects, including two volume
datasets (head and mas ), video (fire), image (wooden board), and some other ob ects
used for clipping.



Different applications may define spatial objects with different at-
tribute fields. CVG utilises the algebraic concept signature to describe
the algebraic structure of a particular graphics class in a consistent man-
ner. It is not intended for CVG to have a fixed set of classes or operators,
though several common classes, together with a number of operators (e.g.
union, intersection, difference, blending, cap, trim, etc.), have been pro-
posed [6].

. DIRECT RENDERING OF SCALAR
FIELDS

1. TWO GENERAL APPROACHES

Rendering a spatial object is essentially rendering a set of scalar fields.
Some may consider the rendering of an arbitrary scalar field to be practi-
cally undesirable. In fact, this is fundamentally not much different from
rendering an arbitrary surface in surface graphics. Some surface-based
rendering techniques, including most projection methods, deal with dis-
crete specifications only (e.g., triangular meshes). A surface defined by a
mathematical or procedural specification is normally approximated by a
discrete specification in the object space prior to the rendering. Others,
including various ray-casting methods, attempt to compute, for each
pixel in the image space, the relationships between the pixel and the
objects in their original specifications.

In a similar analogue, a spatial object, 0, with an arbitrary scalar field
(O, A4,...,Ag) can be rendered directly or indirectly. One approach to
the indirect rendering of a spatial object is to approximate the object us-
ing voxelisation, taking samples at a point set p i =1,2,..., which
is typically organised as a regular 3D grid. This results in a discrete spec-
ification of scalar fields, (p,O(p),Ai(p),...,4x(p))i=1,2,...,
which can then be rendered by a conventional volume renderer that
handles only volume datasets.

Alternatively, one may render a spatial object directly by estimating
what colour can be “seen” by each pixel in the image space. Assume that
each scalar field of a spatial object is defined by an explicit function (i.e.,
it is computable for every given point p = (ps,py,p,) € E?), but may
have an arbitrary structure. We can employ the ray-marching approach
by casting a ray from each pixel into the object space. We take samples
at discrete locations, si,s9,..., along the ray, performing appropriate
rendering operations, such as normal calculation, shading, opacity and
colour accumulation, and so on. The sampling process can in fact be
considered as a voxelisation process during the rendering.
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There are of course issues on practical implementation and e ciency
as well as other rendering mechanisms such as direct surface rendering.
Some of these issues have been addressed in [1 , 6]. In following discus-
sions, we shall focus on the correctness of the sampling process and the
technical feasibility for producing some rendering effects commonly seen
in surface-based rendering.

2. CORRECT SAMPLING

The sampling in both direct or indirect rendering is an approximation,
and its quality depends on the number and distributions of the samples.
For instance, in ray casting, the denser the samples along each ray, the
better the approximation to the original scalar fields. Similarly, a higher
resolution 3D grid would normaly result in a better approximation within
the voxelised volume.

Consider again the definition of the opacity field of a spatial object
in Section 3. The values of O(p) actually assume a certain sampling
density. In other words, unless the opacity field is sampled at the same
density, the accumulation of opacity during direct or indirect rendering
will not produce correct results due to either over- sampling or under-
sampling. However, it is not sensible for a modelling method to impose
a fixed sampling density in rendering. Imposing a fine density will no
doubt result in a slow rendering process, whilst a coarse density may
easily lead to an undesirable level of aliasing in the object space. It
is necessary to give a renderer the flexibility to choose an appropriate
sampling density according to the requirements of applications, users
and circumstances.

Let us consider only the ray casting mechanism. Our solution to
this problem is to define, for each volumetric scene, a global sampling
distance 0, based on which the opacity fields of all spatial objects
are defined (with the aid of appropriate transfer functions if necessary).
A renderer may choose an arbitrary sampling distance 0, and correct
the over- or under-sampled opacity O(s ) at each sampling point by:

O@(s)=1-(1-0(s))

This is derived from the “over” operator commonly used for opacity
accumulation in volume ray casting. Let be the accumulated opacity
at each sample s following the ray direction. With the “over” operator,
we have (=0, = 1+0(s )1 - 1)-
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Consider a constant opacity field O(p) = o, p € E?, and samples
81,82,--.,8 taken with the standard sampling distance . We have:

=0 (1-0) '=1-(1-0)

If the ray samples with a corrected field value o at every interval
instead of , it would accumulate at each sample s an opacity =
1—(1-o0) . Let us choose appropriate and  such that =
we should have = ,thatis,1—(1—0) =1-—(1—o0) . This gives
o =1—(1—-0) . As an approximated generation, this solution can
also be applied to arbitrary opacity fields. A more intutive illustration
can be found in [6].

3. REFLECTION REFRACTION AND
SHADOWS

Similar to surface-based ray tracing, we can ray trace a scene com-
posed of spatial objects, producing rendering effects such as reflection,
refraction and shadows. However, unlike surface objects, volume ray
tracing does not assume the existence of a solid surface boundary nor a
uniform interior.

To model reflection, the specification of spatial objects can easily in-
clude a reflectance field, R (p), indicating the proportion of reflection
at each point p in E3. Computing reflections in volume ray-tracing is an
expensive process. A practical implementation of a volume ray tracer
should be equipped with appropriate tree-depth control mechanism, as
in surface-based ray tracing. The tree-depth control in our volume ray
tracer takes into account conventional termination conditions as well
as properties that are associated only with volume data types. For in-
stance, we consider maximum recursion depth, the colour contribution
from a secondary ray, the accumulated opacity, amorphous matter, rays
passing out of the scene, and so on. Figure 4 shows a typical scene con-
taining several reflective spatial objects, on which inter-object reflection
can clearly be seen.

To model refraction, we introduce a refraction field R (p), indicating
the proportion of refraction, and a density field (p), from which the
refraction indices are derived through a transfer function. Refraction
is achieved by taking the current and previous samples to give a local
estimate of the refractive index gradient, which allows us to refract the
ray accordingly. A higher sampling rate is typically required to obtain
good results for refraction, compared to a similar image without refrac-
tion. One approach we have adopted to improve e ciency is to sample
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igure A scene consisting of one amorphous and three re ective balls on are ective
table.

density more frequently than other attributes. Figure 5(top) shows two
images rendered as a spherical field using our volume ray tracer (left),
and as a spherical surface using POV-Ray (right) respectively. Whilst
these images show comparalbe results in refraction accuracy, the image
produced by the volume ray tracer gives a better feel of depth across the
sphere. Refraction can also be applied to discrete volume specification
such as the skull shown in Figure 5(bottom).

The shadow effects in Figure 6 were achieved by casting special shadow
rays to each light source from all non-transparent samples encountered
by ordinary rays (i.e. primary, reflection and refraction rays). However,
unlike traditional shadow algorithms, the emitted light must be attenu-
ated according to any occluding objects. Figure 1(d) shows an example
of a “soft” shadow cast by an amorphous object. In comparison, Figure
6 shows an example scene with “hard” shadows. This figure also con-
tain spatial objects defined with mathematical, discrete and procedural
specifications, together with some reflection effects.
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igure Top left The refraction of a spherical field rendered using a volume ray
tracer. Top right The refraction of a spherical surface using V- ay. ottom A
T head defined with refraction attributes.

. CONCLUSIONS

We have instigated further utilisation of scalar fields in volume mod-
eling. In particular, we have examined the use of mathematical, discrete
and procedural specifications in modelling complex spatial objects. We
have also discussed the role of scalar fields in defining transfer functions
and formulating constructive representations. We have presented a gen-
eral method for the rendering of spatial objects and offered a consistent
approach to rendering different types of scalar fields. We have high-
lighted the necessity for correct sampling in direct volume rendering,
and we have shown that volume ray tracing can produce comparable,
and sometimes better, results than surface-based ray tracing.
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igure A tan built from a voxelised dataset and a solid texture on mathematically
defined tiles.

We believe that the notion of spatial objects built upon scalar fields
can unify different volumetric representations, in concept as well as in
practice. We are directing some of our effort towards the development
of a programming environment for general purpose volume modelling
and rendering, while researching into techniques for e cient rendering
of field based representations.
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